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Revisiting Image Matching from a
Computational Efficiency Perspective

Lior Talker

Abstract

Digital images are two-dimensional projections of 3D scenes. One of the most important
problems in Computer Vision (CV) is to match pixels from different images that corre-
spond to the same objects in the 3D scene. In applications such as, 3D reconstruction of
a scene, small patches around individual pixels are matched. In other applications, such
as, object tracking in video, image regions are matched. Occasionally, the input images
do not share enough matching pixels due to occlusion or non-overlapping Field of View
(FOV). In this case only active probing of the scene by moving or rotating the camera may
assist in the acquisition of sufficient visual data for robust matching.

Despite extensive research over the years, a fast and accurate solution for image match-
ing under a generic setup has yet to be found. This is due to a variety of challenges, e.g.,
variation in viewpoint, motion, non-rigid transformations, and occlusion. For some appli-
cations, e.g., online 3D reconstruction and object tracking in video, it is crucial that the
matching step be not only accurate, but fast to compute. In this dissertation, motivated by
such requirements, we study the computational efficiency of matching image features and
regions. We propose three novel methods to boost the matching efficiency by using the
order of pixels, as projected to one or two dimensions, and the spatial layout of pixels in
2D windows.

In some CV applications, for example, when reconstructing a 3D scene and the camera
poses, the dominant paradigm is to obtain a set of corresponding features (pixels) between
images. The features are then matched according to their descriptors, which are computed
using a patch of their neighborhood. A match between a pair of features is considered to be
correct when they correspond to the same 3D point, or incorrect otherwise. A typical fea-
ture matching method consists of computing putative matches using local considerations
and then discarding incorrect matches by testing their consistency with a global transfor-
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mation between the images. An accurate estimate of the number of correct matches may
significantly improve the efficiency of the latter step. In our research we propose a novel
technique for estimating the number of correct matches using feature order. The idea is
that there is a significant difference between features that correspond to correct and in-
correct matches in the feature order as defined, for example, by the 𝑥-coordinate in the
image. Pairs of correct matches tend to maintain the same feature order between images,
while incorrect matches tend to have a random feature order. These observations make it
possible to estimate the number of correct matches, which is shown to dramatically boost
the efficiency of incorrect match filtering, and the efficiency of reconstructing a scene and
the camera poses.

In applications where dynamic objects or objects that undergo non-rigid deformations
are considered, e.g., tracking a moving object in a video, feature matching is inaccurate.
This is due to the extreme change that the pixels surrounding the feature undergo. In such
cases matching between regions that correspond to the same objects in different images
is still desired. To this end, methods such as template matching, i.e., matching between
whole image windows, which rely on more holistic properties, provide more robust per-
formance. In our work we propose an efficient variation of a state-of-the-art template
matching algorithm, which uses novel appearance and alignment scores. We use two key
observations: (i) the appearance score may be modified such that it becomes window in-
dependent, allowing the reuse of computations, and (ii) computing the 2D alignment score
may be reduced to computing the alignment score of its 1D components. Our algorithm
runs in the order of milliseconds instead of seconds with matching accuracy similar to that
of a state of the art algorithm.

Finally, when the images do not have overlapping FOVs, it is impossible to obtain a
set of correct matches. The performance of multiview CV applications, such as, 3D scene
reconstruction depends on having images with overlapping FOV. When considering a setup
where, for example, two users capture different parts of the same scene, it is generally
possible that they rotate or move such that they have overlapping FOV. In our work we
propose the novel camera guidance problem, where the goal is to direct the user to rotate
his/her camera to capture an image that has overlapping FOV with another image. Instead
of using a time consuming solution, e.g., SfM, we propose a solution that is based on
a novel rough representation of the scene, which consists of the spatial orders of scene
points with respect to two axes. The spatial orders of the scene points are computed
by aggregating the spatial orders of their respective projections to the set of images. The
representation allows the selection of scene points that are in general direction of the target,
and their projection to the live preview of the users (e.g., in a smartphone) in order to guide
them in rotating the camera.
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Chapter 1

Introduction

Computer vision is the study of artificial visual cognition, which began as a “summer
project” in the 60’s [93] and is now a vibrant worldwide scientific field. Its goal is to auto-
mate the process of extracting useful information from visual sensors, e.g., RGB images or
videos. In this dissertation we focus on geometric vision, which typically studies methods
to extend the sensory data to more holistic and informative representations of the world,
for example, building a 3D reconstruction of a scene, or tracking a target in a video.

A fundamental building block for constructing such representations is a set of matches
between regions in different images that correspond to the same parts of the 3D scene.
In many CV applications, e.g., 3D reconstruction, it is necessary to obtain a set of cor-
rect matches, i.e., matching between projections of the same 3D scene regions. In some
of these applications, e.g., online 3D reconstruction or visual target tracking, it is often
critical that the runtime of the matching algorithm be short. In some cases, the matching
algorithm even has to run in real time. Therefore, accurate state of the art methods for
image region matching are often impractical due to their long runtimes. Unfortunately,
a fast and accurate method for matching between image regions has not yet been found.
Obtaining high accuracy is challenging due to, for example, changes in viewpoint, occlu-
sion, sensor noise, and motion. Since these challenges correspond to large variations in
appearance, they typically affect the runtime as well since more hypotheses need to be
scanned. Moreover, obtaining a set of correct matches is not always possible, for example,
when the images do not have overlapping Field of View (FOV). In this case only active
probing of the scene by moving or rotating the camera may assist in the acquisition of suf-
ficient visual data for robust matching. In this dissertation, we focus on the computational
efficiency of image matching algorithms. While our objective is to considerably decrease
the runtime of image matching algorithms, we aim to do so while maintaining the state of
the art accuracy.
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We next briefly describe the motivation for three of our studies on these topics, and our
solutions. Additional required background is then presented in Section 1.1.

The number of correct matches. In some CV applications, in particular those that aim
to reconstruct 3D scenes and the camera poses, the dominant paradigm is to obtain a set of
corresponding pixels, called features [14, 29, 76], between images. The features are then
matched to allow the reconstruction of 3D points via triangulation, and the recovery of
camera pose and inner parameters [57]. Structure-from-Motion (SfM) and Simultaneous
Localization And Mapping (SLAM) are two variations of this problem. SfM typically
refers to the reconstruction of 3D structure and camera poses from a set of unordered
images, where no temporal data or prior on the motion between images is assumed. In
contrast, SLAM is an online problem, where the temporal order of images is known and
the motion between images is assumed to be small. Both SfM and SLAM rely on correct
feature matches, i.e., features that correspond to the same 3D points, where the set of
initial (putative) matches may contain incorrect matches. Therefore, methods to filter the
incorrect matches are usually applied. This is typically done using RANdom Sample And
Consensus (RANSAC) [46], where a (minimal) subset of matches is randomly sampled
and used to compute some global model. All matches then vote on their consistency with
the model. This process is repeated many times, and the result is the model which was
voted to be consistent with the largest number of matches. The inconsistent matches can
then be filtered out. For more details on these methods see Section 1.1.

Although RANSAC is considered to be an efficient method, it is relatively slow when
the ratio of correct matches in the set, i.e., the inlier rate, is low. When the FOVs of
an image pair do not overlap, all computed matches are incorrect. In this case computing
RANSAC for these pairs is wasteful and undesirable. Since in SfM most image pairs com-
monly do not have overlapping FOVs, this scenario has a dramatic effect on the runtime. In
our work [118,120] we propose two applications that boost the runtimes of both RANSAC
and SfM. The set of putative matches is analyzed using the spatial order of the features
in each image. Our method estimates the number of correct matches (without explicitly
computing them), the overlap region of the pair of images and whether they overlap at all,
and the likelihood that a given match is correct. We show that our estimations are useful
as a preprocessing step to improve the efficiency of RANSAC and SfM.

To this end, the image features are represented as sequences defined by their spatial
order along the 𝑥-axis (or the 𝑦-axis) of the image. The matching between features in a
pair of images induces a permutation that relates the spatial order in one image to that in
the other image. The matching is analyzed using measures of correlation between permu-
tations, e.g., the Kendall distance metric. Furthermore, to obtain the most likely solution,
we use statistical assumptions on the distribution of correctly and incorrectly matched
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features; the spatial order of correctly matched features is usually preserved, whereas in-
correctly matched features are expected to have random order.

Efficient template matching. In applications where dynamic objects or objects that un-
dergo non-rigid deformations are considered, e.g., tracking a moving object in a video,
feature matching is inaccurate [40]. This is due to the extreme change that the pixels sur-
rounding the feature undergo. Furthermore, since the matches, e.g., of objects that undergo
non-rigid deformations, do not obey a simple low-dimensional transformation, e.g., fun-
damental matrix, RANSAC cannot be used to filter out incorrect matches. In such cases
matching between regions that correspond to the same objects in different images is still
desired. Therefore, methods such as template matching [24, 27], where an entire window
is considered for matching, provide more robust performance. Since template matching
methods do not usually consider explicit geometric transformations, they are often robust
to a wide range of deformations.

Nearest Neighbor (NN) based template matching was proposed in [89]. Before the
robust matching score is obtained, a preprocessing step is carried out, where for each
patch centered around a pixel in the template, its NN in the image is computed. The
matching score is then given by the number of bidirectional NNs between the template
and each image window. In [121], a similar approach, called diversity, was proposed,
where the matching score is based on the number of distinct NNs that were matched from
the template to an image window. The latter approach is much faster since it computes the
NNs only in one direction, from the template to the image. In both methods, a large part
of the performance gain is due to an additional, geometric score used to enforce a penalty
for large deformations. Both scores are relatively slow to compute, where the matching
between a small image and template takes a few seconds to run. In our work [119] we
propose a NN based template matching that is up to 200 times faster and has similar
accuracy.

We propose two modifications to [121] which allow our efficient state of the art NN
based template matching algorithm. The first is to weight the diversity in each image
window relative to the diversity of the pixels in the entire image. The second is to use a
different geometric score, based on 𝐿1, which can be computed very efficiently by sepa-
rating the 𝑥 and 𝑦 components of each pixel. Using these two modifications, we propose
an efficient algorithm that has two steps: (i) a one-dimensional iterative algorithm is ap-
plied to each row and column in the image, and (ii) the results from the previous step are
summed up to image windows using an efficient rolling summation.

Directing a camera to a region of interest. Both works discussed above consider match-
ing as a step to solve CV problems between given images. When the images do not have
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overlapping FOVs, it is impossible to obtain a set of correct matches. The performance of
multiview CV applications, e.g., 3D scene reconstruction, depends on having images with
overlapping FOV. In this case, only probing the scene, i.e., by rotating or moving the cam-
era, may assist in obtaining the necessary correct matches. In our work [117] we propose
the camera guidance problem, where the goal is to direct the user to rotate his camera to
capture an image of a specific ROI in the scene. Additional images of the scene are nec-
essary to solve the camera guidance problem when the initial and destination images do
not have overlapping FOVs. We consider settings where the images are captured by other
users. We argue that SfM methods [38,48,109,116,132], a seemingly natural candidate to
solve the camera guidance problem, are not effective in the online scenarios we consider,
since they are time-consuming and require a large number of images.

Instead, we propose a solution which consists of a new rough representation of the
scene. The representation consists of the spatial orders of scene points with respect to the
𝑥 and 𝑦 axes, computed by aggregating the spatial orders of their projections to the set
of images. The robustness of our Spatially Ordered Feature Aggregation (SOFA) repre-
sentation is obtained by using a rank aggregation method [43]. It allows us to overcome
inconsistencies in feature orders (e.g., due to feature matching errors). Finally, the SOFA
representation allows an efficient use of the epipolar point transfer (EPT) technique [57]
to guide the user to rotate his camera in the right direction.

1.1 Background
Following is a short background on image matching, in particular, on feature matching
(Section 1.1.1) and template matching (Section 1.1.2).

1.1.1 Feature Matching
In order to obtain a set of correct matches, i.e., feature pairs that correspond to the same
world points, three steps are usually followed: (i) feature keypoints and descriptors are
extracted, (ii) the features are matched based only on their descriptors, that is, based on
appearance, and (iii) the matches are filtered based on geometric relations between the
matches, i.e., matches that are inconsistent with some global transformation are discarded.
Our research on feature matching (chapters 2 and 4), mainly focuses on steps (ii) and (iii),
and on applications of feature matching.

Following is a brief overview of the three steps, and of some feature matching appli-
cations which we discuss in our work.
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Feature matching applications. Consider a set of data points in which a subset neatly
fits a model, i.e., inliers, and the rest of the data points do not, i.e., outliers. For example,
consider points in 2D, where some of them fit to a line, i.e., the model. Methods that
consider all data points inevitably insert noise into the computation, which often results
in an inaccurate model. A powerful solution to this problem is RANSAC [46], where
a (minimal) subset of data points is randomly sampled and used to compute the model.
All data points then vote on their consistency with the model. This process is repeated
many times, and the result is the model which was voted to be consistent with the largest
number of data points. An important and useful property of RANSAC is that when a well-
supported model is found, all data points which are not consistent with the model can, with
high probability, be considered outliers and filtered out.

In our work, the model we consider in RANSAC is the fundamental matrix, which
relates correct feature matches between pairs of images. When the fundamental matrix is
applied on a feature, 𝑝, in one image, the result is an (epipolar) line, ℓ, in the other image.
If 𝑞 is a correct feature match of 𝑝 in the other image, then 𝑞 must lie on ℓ. This property is
used to check the consistency of the match (𝑝, 𝑞) with a fundamental matrix. In our work
we use RANSAC with a fundamental matrix model to filter out outlier matches.

The goal of SfM methods [38, 48, 92, 104, 109, 116, 132] is to simultaneously recover
both a set of 3D scene points (i.e., the structure) and the poses of the cameras (i.e., the
motion). A typical SfM pipeline consists of extracting keypoints from all images (e.g.,
SIFT features [76]), computing putative matches between all image pairs, discarding out-
liers using RANSAC [47], and finally, minimizing the discrepancy between the features
and the reprojection of the corresponding scene points to the image, i.e., “bundle ad-
justment” [116]. The applications of SfM are numerous and include: archaeological re-
search [28], 3D architecture modeling [51, 110], virtual tourism [112], and building city
models [2].

The goal of SLAM methods [50, 87], similarly to SfM methods, is to simultaneously
recover both a set of 3D scene points and the poses of the cameras. The major difference is
that SLAM, in contrast to SfM, is an online problem. This has two implications. The first is
that the motion is smooth: the changes between frames are relatively small. The second is
that the computations must be performed in real-time. SLAM is an important problem with
many applications, including, Augmented Reality (AR) [31,78], autonomous vehicles [64]
and robot navigation [30].

Feature extraction. Extracting features from images has a long history that can be
traced back to [84], where a corner detector was used for stereo matching. In [56], Harris
and Stephens introduced a popular corner detector, which is more repeatable and robust
than its predecessors. In [76], the Scale Invariant Feature Transform (SIFT) was intro-
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duced and quickly became an important milestone in CV history. The SIFT descriptor is a
histogram of gradient orientations constructed from a patch around a detected Difference
of Gaussians (DoG) interest point. Although SIFT was proven to be relatively robust in
practice, it suffers from two drawbacks: (i) it is not robust to large viewpoint changes and
deformations, and (ii) it is relatively time consuming. Recently, after the 2012 paradigm
shift of “deep learning” [72], many feature detectors and descriptors that are learned in
Convolutional Neural Networks (CNN) were proposed [4, 83, 134]. These methods usu-
ally achieve state of the art accuracy in feature matching. In practice, however, they are
relatively slow to compute.

Appearance-based feature matching. The most straightforward method to match fea-
tures is to take the minimal 𝐿2 distance between a descriptor in one image and the de-
scriptors of another image. In [76], Lowe’s “distance ratio” criterion is introduced, where
a match is kept only if the ratio between the first and second minimal 𝐿2 distances is
small (i.e., lower than a threshold). This criterion, which has some justifications in the
literature [67], is the “gold standard” in this step of feature matching. Other popular dis-
tance measures that are used to compute matches are 𝜒2 [140], the circular Earth Movers
Distance (EMD) [96], and probabilistic approaches [97]. Recently, deep learning was
successfully used to learn distance metrics between image patches to match features,
e.g., [55, 138].

A different approach to feature matching is using visual vocabularies [95], which are
usually obtained by clustering descriptors, e.g., using K-means. A pair of features is a
match if both descriptors have the same visual word as their nearest neighbor (NN). An-
other popular approach, called VLAD [65], also considers the distances from the descrip-
tors to the NN. Feature matching using visual vocabularies is very fast to compute since
it does not have to consider all pairs of features (an 𝑂(𝑁2) computation), but only to find
the NN of each feature (an 𝑂(𝑁) computation). However, it is not accurate, and therefore
is mostly used for image retrieval tasks where an abundance of correct matches is not nec-
essary, in contrast to, for example, SfM methods, where an abundance of correct matches
is crucial [38, 109, 131]. In our work [117] we introduce a novel problem in which a pho-
tographer is guided to rotate his camera such that a predefined ROI can be captured. Since
solving this problem does not require many correct matches, we are able to use a (large)
visual vocabulary.

Geometry-based matches filtration. In general settings, errors in the previous match-
ing step are unavoidable, due to, for example, repeated structures, quantization errors and
occlusion. Therefore, discarding matches based on global constraints is desirable. Typi-
cally, geometric models such as the fundamental matrix and the homorgphy transforma-
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tion [57], are used as global constraints for pairs of images. The most frequently used
method to discard the matches is RANSAC, which is relatively slow when the inlier rate
is low. In particular, it is inefficient due to its halting condition: it is not clear whether
the correct model has been detected yet, and whether the search must continue. In our
method [118, 120] we introduce a novel halting condition for RANSAC which signifi-
cantly decreases its runtime while maintaining its accuracy in filtering incorrect matches.
It is based on the geometric notion of spatial feature order. The idea is that there is a
significant difference in the spatial order, as defined, for example, by the 𝑥-coordinate in
the image, of features that correspond to correct and incorrect matches. Pairs of correct
matches tend to maintain the same feature order between images, while incorrect matches
tend to have a random feature order. The main challenge that we solved is to compute the
expected order of pairs of correct and incorrect matches.

Interesting alternatives to discarding feature matches using RANSAC are optical flow
[26, 77] or graph matching [124] techniques. These approaches embed the smoothness
constraint, i.e., geometric constraints between match sets, at matching step (ii). This re-
duces correspondence ambiguity and opens the possibility of dense matching. However,
wide baselines often introduce large occlusions which are not handled well in practice by
these methods. Another typical drawback is their long runtime. In [18] a fast method to
include smoothness constraints between sets of matches was proposed. The idea is that
sets of correct matches that are close in one image should be close in the other image.
Although useful in many cases, it implicitly assumes that the features are not very sparse
in both images, i.e., the features are scattered in bulks. In our work we propose another
method to discard incorrect matches. It computes a probability that a match is correct
based on the order of features in both images.

1.1.2 Template Matching
The most common approaches to template matching are the Sum of Squared Differences
(SSD), the Sum of Absolute Differences (SAD), and the Normalized Cross-Correlation
(NCC), which are very sensitive to deformations or extreme rigid transformations. A
different approach is to model the geometric deformations due to camera or object motion
explicitly. For example, template matching methods that handle rotation and scale [125],
or 2D affine transformations [71, 139] have been proposed. In many cases these methods
perform well, but they often fail in the presence of occlusions (with noticeable exception
[70]), clutter, and complex non-rigid transformations. Another set of methods initially
transform the input image to a domain in which other considerations may be used, e.g.,
frequency domain using Fourier transform [126]. Other examples of similar approaches
use the Haar [90] and the Walsh Hadamard transform [90].
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Although deep convolutional neural networks (deep CNNs) have revolutionized the
computer vision field (as well as other fields), we are not aware of any work that has used
them for (classic) template matching despite their success in similar problems. For ex-
ample, the authors of [81] proposed a window ranking algorithm based on deep CNNs
and used it to assist a simple classic template matching algorithm. Similarly, the authors
of [94] proposed to use deep CNNs to rule out parts of the image that probably do not
match the template. While deep CNN based patch matching algorithms [137, 138] might
be used for template matching, their goal is to match similar patches (as in stereo match-
ing); hence, they are trained on simple, small changes in patch appearance, in contrast
to (classical) template matching, where templates of any size that may undergo extreme
changes in appearance, e.g., deformations, are considered. Finally, deep CNN based meth-
ods for visual object tracking [15, 60] do match a template, however, usually for specific
object classes known a priori. More importantly, they use video as input, which provides
temporal information that is not assumed in template matching.

Object localization methods such as Deformable Parts Models (DPM) [45] are based
on efficient template matching of object parts using the generalized distance transform.
However, the root part (e.g., the torso in people) still needs to be exhaustively matched
as a template, after which the other parts are efficiently aligned with it. An efficient slid-
ing window object detection method proposed in [129] bears some resemblance to our
efficient template matching method. The spatial coherency between windows is exploited
to incrementally update local histograms. Since the window score is computed using the
local histogram, a pixel is assigned with the same score in different windows. This is in
contrast to our method (Chapter 3), where the deformation score for a pixel is different in
different windows.

8



Chapter 2

Estimating The Number of Correct
Matches Using Only Feature Order

Following is our paper [120] that was published in IEEE Transactions on Pattern Analysis
and Machine Intelligence (TPAMI) in 18’. (A shorter early version was published in IEEE
Conference on Computer Vision and Pattern Recognition (CVPR) in 16’ [118].) Authors:
Lior Talker, Yael Moses and Ilan Shimshoni.

2.1 Introduction
Matching feature points between a pair of images is a fundamental problem in computer
vision. The estimation of epipolar geometry between images [54, 98], 3D structure re-
construction (SfM) [116, 132], and scene recognition [66] are typical examples of useful
tasks that are based on feature matching. While many methods for feature matching exist,
the critical stage of filtering incorrect matches is costly when using algorithms such as
Random Sample Consensus (RANSAC) [23, 46, 54, 98].

We propose a method1 for analyzing the set of correct matches, without explicitly com-
puting it, using the spatial order of the features in each image. Our method estimates the
number of correct matches, the overlap region of the pair of images and whether they over-
lap at all, and the probability that a given match is correct. Our estimations can be used
as a preprocessing step to improve the efficiency of existing methods such as RANSAC
and SfM, as described below. The method can be applied to sets of matching features irre-
spective of their descriptors (e.g., [14, 76, 101]) or the matching method used to compute

1A MATLAB code for our method is publicly available at http://liortalker.wixsite.com/
liortalker/code.
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them.
The basic idea is as follows. We represent the image features as sequences defined

by their spatial order along the 𝑥-axis (or the 𝑦-axis) of the image. The matching be-
tween features in a pair of images induces a permutation that relates the spatial order in
one image to that in the other image (see Figure 2-1). The matching is analyzed using
measures of correlation between permutations, the Kendall and Spearman Footrule dis-
tance metrics [41, 43]. We use statistical assumptions on the distribution of correctly and
incorrectly matched features; the spatial order of correctly matched features is usually pre-
served, whereas incorrectly matched features are expected to have random order. These
assumptions are justified empirically in Section 2.6.3. Note that the problem is not trivial-
ized by these assumptions; simply computing the largest set of features that preserve their
spatial order does not provide the correct set of matches since some incorrect matches
also preserve order (see discussion in Section 2.3). To obtain our estimations, it is there-
fore necessary to consider these two assumptions in addition to analyzing the interaction
between correct and incorrect matches.

We next describe three applications of the estimated number of inliers computed by
our method.

Halting condition for RANSAC:
In adaptive RANSAC [23, 46, 54, 98], a subset of matches in a pair of images is randomly
sampled and used to compute the expected geometric transformation between the features
(e.g., homography or epipolar geometry), which is then verified against all matches. The
transformation with the largest set of inliers, features consistent with the computed ge-
ometric transformation, is chosen. Since the number of inliers is usually unknown, the
number of required iterations is high. This increases the running time of RANSAC, which
is its major drawback. Our estimate of the number of correct matches can be used to
improve the running time by halting when a consensus set of this size is obtained (see
Section 2.6).

Improving the efficiency of the SfM pipeline:
Computing the structure of the scene and the cameras’ parameters from a set of images
using SfM methods (e.g., [92, 104, 116, 132]) is a fundamental problem in computer vi-
sion, with many applications. Such methods, which typically require tens or hundreds of
images, strongly rely on correct matches. A major time-consuming step in SfM meth-
ods is the robust matching of features between image pairs, which is typically obtained
by pairwise image matching and RANSAC. Hence, to improve SfM efficiency, methods
for detecting candidate pairs on which to apply a robust matching method were proposed
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(e.g., [59, 95, 104, 107, 114]). The number of correct matches computed by our method
can be used to significantly shorten the SfM pipeline by running RANSAC only on image
pairs with a sufficiently large number of correct matches. In Section 2.6 we show that in
this task our method outperforms the Bag of Visual Words (BoW) method [95] and the
Hough Pyramid Matching (HPM) [8].

Guided RANSAC:
The probability that a given match is correct can be used as a sampling prior in guided
RANSAC methods, where matches that are more likely to be correct are sampled more
often (e.g., [23, 33–35, 54, 98]). In existing methods the probability that a given match is
correct is based only on feature descriptors. We show that the number of correct matches
can be used to compute the probability that a given match is correct based only on the
features’ rank in the set of ordered features in each of the images. Thus, our method
is an alternative to appearance based methods for estimating the probability for match
correctness (see details in Section 2.5).

The rest of the paper is organized as follows. In the next section we review related
work. In Section 2.3, we formalize the problem of estimating the number of correct
matches. In Section 2.4, we analyze the problem and present a method for estimating
the number of correct matches. In Section 2.5, we present a method for computing the
probability that a match is correct. In Section 2.6 we present quantitative results for our
method, compare it to other methods, and demonstrate its usefulness in three applications.
Finally, in Section 2.7, we conclude the paper and propose future research directions.

2.2 Related Work
Feature point matching between a pair of images has been studied extensively in computer
vision. Improving the accuracy of feature matching is still a widely studied research area.
Many interest point detectors and patch descriptors were proposed to detect and match the
images of the same 3D points in the scene (e.g., [14,76,101]). Recently, fully learned fea-
ture detectors and descriptors have been proposed using Convolutional Neural Networks
(CNNs) [4, 134, 137]. However, their improved accuracy mostly comes with a signifi-
cant increase in descriptor size and hence with increasing matching runtime. Appearance
based methods, such as [58], discard features by learning the success rate in matching
their descriptors, in order to increase the proportion of correct to incorrect matches. Other
methods use local geometric structures between a number of matches in order to decrease
the probability of mismatching, e.g., [73, 99]. In [105] a coarse 3D reconstruction is used
to filter out incorrect matches.
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A major drawback of the RANSAC method for filtering incorrect matches is its run-
ning time; for example, running RANSAC on a pair of images with 1000 matches may
take a few seconds, in particular when there are only incorrect matches. This can be
a major bottleneck in online applications involving large sets of images. To improve
RANSAC’s runtime (and accuracy), methods for guiding the sampling of matches ac-
cording to their probability to be correct (instead of a uniform sampling) were proposed
[23, 33–35, 49, 54, 88, 98]. In [88], a spatial coherency measure for the matches is consid-
ered as a likelihood. In [49], Extreme Value Theory is leveraged to estimate a confidence
measure for each match to be correct. In [54, 98], the similarity of feature appearance de-
fined by Lowe’s ratio test between the closest and the second closest matches [76] is used
as a match correctness likelihood. This method ignores important geometric information.
In our method, we use the spatial order of the matched features, which carries geometric
information. A comparison between probabilities computed by our method and Lowe’s
distance ratio is provided in Section 2.6.

The largest portion of the runtime in a SfM pipeline is spent on image pair matching;
thus, filtering spatially unrelated image pairs is essential. The goal is often to obtain a
Scene Graph (SG), where the nodes correspond to images, and an edge, (𝑖, 𝑗), exists if
images 𝑖 and 𝑗 have a spatial overlap (i.e., their fundamental matrix can be computed).
This is usually done by assigning similarity measures between pairs of images and using
this measure to filter out spatially unrelated images, either by a simple threshold or by more
complex methods that consider the structure of the graph, e.g., [59, 104, 107, 114]. One
of the most widely used methods for computing similarity between pairs of images is the
BoW method [95]. The keypoints from all images are first indexed in a visual vocabulary.
Each image is then represented as a (sparse) histogram of vocabulary word occurrences.
The similarity between a pair of images is given by a weighted ℓ2 distance between the
histograms of the image pair, where the weights reflect the frequency of word occurrences.
One major drawback of BoW is the lack of spatial information.

Another popular approach for filtering spatially unrelated image pairs in a SfM pipeline
is using techniques inspired by image retrieval [5, 8, 65, 123, 141], which ranks images
from a dataset based on their similarity to a query image. In [8] a spatially aware voting
method inspired by Hough transform is applied to efficiently determine which sets of fea-
ture matches are related by a geometric transformation with high probability. In [5, 65],
a compact descriptor of fixed length called VLAD, which encodes the image descriptors
and is directly used for image pair matching, is introduced. In [123] a new matching score
between images is defined from a combination of the matching score from the VLAD ap-
proach and the Hamming embedding approach, which binarizes the visual words in the
BoW approach. A comprehensive survey on image retrieval techniques is given in [141].
Our method is complementary to these approaches and may also be used as a similarity
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Figure 2-1: Correctly/incorrectly matched features are marked as green/yellow circles,
respectively. The feature sequences are given by [𝑁 ] = ⟨1, 2, 3, 4, 5, 6, 7, 8, 9, 10⟩ and
𝜎 = ⟨9, 5, 1, 3, 4, 2, 6, 7, 8⟩. For example, 𝜎(1) = 9 and 𝜎(5) = 4. Note that the green
lines (correct matches) do not intersect, while most of the yellow lines (incorrect matches)
do.

measure in order to filter out spatially unrelated image pairs, as demonstrated in Sec-
tion 2.6.2.

A method for estimating the inlier rate was used in [74] to compute a homography
transformation between two images, which is guaranteed to find an approximation of the
global optimum. The rate is estimated by counting the number of homographies that agree
with each inlier rate. The drawback of the method is the search process, which is time
consuming and applicable only to homography transformations.

Using the spatial order of features has a long history in computer vision, mostly for
stereo correspondence [7, 136]. The spatial order was used to constrain the location of
matching features on corresponding epipolar lines. This constraint was regarded as a spe-
cial case emerging from the continuity of surfaces and the assumption of opacity (objects
are usually not translucent). The conditions for the violation of this constraint were first
suggested in [9], and termed “the forbidden zone” in [128].

Recently, the spatial orders of features in a collection of images were used in [117]
to guide a user to rotate his or her camera such that its FOV overlaps with that of another
user’s camera. In this approach, the scene is represented by two feature sequences obtained
by aggregating partial feature sequences, defined by the spatial order of features in each
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image. This representation is then used to derive the correct direction and magnitude of
the rotation.

2.3 Problem Formulation
Letℳ = {(𝑝𝑖, 𝑞𝑗)} be a set of putative matches between two feature sequences, 𝑝1, . . . , 𝑝𝑁

and 𝑞1, . . . , 𝑞𝑁 , in a pair of images, 𝐼1 and 𝐼2, respectively. The set of matches,ℳ, can be
partitioned into two disjoint sets, the correct (“Good”) and the incorrect (“Bad”) matches.
Let 𝐺 and 𝐵 be the sets of indexes in 𝐼1 for which the matching is correct and incorrect,
respectively. In this case, the number of matches is given by 𝑁 = 𝑁𝐺 + 𝑁𝐵, where
𝑁𝐺 = |𝐺| and 𝑁𝐵 = |𝐵|. Given 𝑁 , our goal is to estimate 𝑁𝐺. In addition, we estimate
the overlapping region (see Figure 2-5) of the pair of images, and the probability of each
pair to be a correct match. We do so by analyzing the relative spatial orders of features in
the two images.

The index 𝑖 of 𝑝𝑖 represents the position (the rank) of the feature in the sequence of 𝐼1,
when sorted according to the 𝑥-coordinate of the points. Similarly, the index 𝑗 of 𝑞𝑗
corresponds to the rank in the feature sequence of 𝐼2. For the rest of the paper, let us
representℳ by two sequences of indexes, [𝑁 ] = ⟨1, . . . , 𝑁⟩ and 𝜎, where (𝑝𝑖, 𝑞𝜎(𝑖)) ∈ℳ
(see Figure 2-1). That is, the matching is represented by the permutation 𝜎; if 𝑖 is the rank
of a feature in the sequence of 𝐼1, then 𝜎(𝑖) is the rank of its matched feature in the
sequence of 𝐼2. Note that when we refer to 𝜎 (without denoting an index), we refer to the
whole permutation.

We analyze the spatial orders of matched features in the pair of images, which is rep-
resented by the permutation 𝜎, using two distance metrics on permutations. The first is the
Kendall distance [68], which corresponds to the sum of order inversions in 𝜎, and the sec-
ond is the Spearman Footrule (SF) distance [41,43], which corresponds to the sum of rank
shifts in 𝜎. We use statistical assumptions on the distributions of the correct and incorrect
matches to estimate the desired values.

2.4 Estimating 𝑁𝐺

We first present three statistical assumptions on the correct and incorrect matched pairs.
Then we present the Kendall and Spearman distance metrics and how they are used. In
Section 2.6 we compare the results obtained by using the two distance metrics.
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2.4.1 Statistical Assumptions
The following assumptions on correct and incorrect matching are used, although they do
not strictly hold in practice.

A1: The spatial order of the correctly matched features in 𝐼1 is preserved in 𝐼2.

Assumption A1 is often used in stereo matching algorithms, e.g., [19, 136]. It may not
hold, for example, when the cameras’ orientations differ by a relative roll (rotation around
the 𝑧-axis), or when the scene points that correspond to a pair of features have significant
depth differences (e.g., the pole in Figure 2-2). However, we show empirically that the
spatial order is mostly preserved in image pairs of real outdoor scenes (Section 2.6.3). In
Section 2.6.3 we propose an extension of our method to estimate the roll value when it is
unavailable, as in [53, 82].

A2: The spatial order of incorrectly matched features is random.

Assumption A2 holds when the spatial location of incorrectly matched features in different
images is arbitrary.

We note here that it does not follow from A1 and A2 that the set of correct matches
can be obtained directly by finding the longest increasing (nonconsecutive) subsequence,
𝐿(𝑁). First, 𝐿(𝑁) is expected to be longer than the set of correct matches since it con-
tains a mixture of correct and incorrect matches. In particular, for any random permutation
(i.e., a sample from the uniform distribution over the space of permutations) of size 𝑁 , the
expectation of |𝐿(𝑁)| is 2

√
𝑁 [115]. Second, local order inversions between neighboring

correct features result in correct matches being removed from 𝐿(𝑁) and hence decrease its
length. In contrast, our analysis also takes into account the order of the incorrect matches
and their interaction with the correct ones. Furthermore, the distribution of order inver-
sions rather than exact inference of the correct matches is used. As a result, it better
estimates 𝑁𝐺 even for low values.

The third assumption refers to the distribution of the features that have correct matches
(and similarly incorrect matches) in the entire sequence in each image.

A3: The ranks of correctly matched features are distributed uniformly in [𝑁 ] and in 𝜎.

The interpretation of assumption A3 is that the expected number of features in every in-
terval of size 𝑠 is 𝑠𝑁𝐺/𝑁 in 𝐺 and 𝑠𝑁𝐵/𝑁 in 𝐵, respectively. Clearly, this assumption
does not hold when there are non-overlapping regions in the fields of view (FOV) of the
two cameras, that is, regions visible to one of the cameras and not the other. Features
in a non-overlapped region cannot have a correct match; hence, all of them are in 𝐵. In
Section 2.4.2 we present our analysis when A3 holds, and in Section 2.4.2 we relax this
assumption. In particular, we present a method to detect the overlapped regions in the two
images, where A3 holds.
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Figure 2-2: An example of an order inversion due to a “pole” that contradicts assumption
A1. The blue feature in the upper image is to the left of the green feature, and vice versa
in the bottom image.

2.4.2 Using the Kendall Distance
The Kendall distance [41,43] is defined as the number of pairwise order inversions between
the two sequences [𝑁 ] and 𝜎. Two pairs of matched features, 𝑚(𝑖) = (𝑝𝑖, 𝑞𝜎(𝑖)), and
𝑚(𝑗) = (𝑝𝑗, 𝑞𝜎(𝑗)), have order inversion if the orders (𝑖, 𝑗) and (𝜎(𝑖), 𝜎(𝑗)) are inverted.

Formally, let us define a binary function for an inversion between 𝑚(𝑖) and 𝑚(𝑗) from
right to left, 𝜂𝑟𝜎(𝑖, 𝑗) = 1 if 𝑖 < 𝑗 & 𝜎(𝑖) > 𝜎(𝑗). Similarly, from left to right, 𝜂ℓ𝜎(𝑖, 𝑗) = 1
if 𝑖 > 𝑗 & 𝜎(𝑖) < 𝜎(𝑗). An inversion between 𝑚(𝑖) and 𝑚(𝑗) is defined by 𝜂𝜎(𝑖, 𝑗) =
𝜂𝑟𝜎(𝑖, 𝑗) + 𝜂ℓ𝜎(𝑖, 𝑗).

The Kendall distance is thus given by:

𝐾([𝑁 ], 𝜎) =
∑︁

1≤𝑖≤𝑁

∑︁
𝑖<𝑗≤𝑁

𝜂𝜎(𝑖, 𝑗). (2.1)

An equivalent definition of the Kendall distance, which will be used in this paper,
is based on 𝐻𝜎(𝑖), the number of inversions of 𝑚(𝑖) with other matches. Let 𝐻𝜎(𝑖) =
𝐻ℓ

𝜎(𝑖) +𝐻𝑟
𝜎(𝑖), where 𝐻ℓ

𝜎(𝑖) =
∑︀
𝑗<𝑖

𝜂ℓ𝜎(𝑖, 𝑗) and 𝐻𝑟
𝜎(𝑖) =

∑︀
𝑗>𝑖

𝜂𝑟𝜎(𝑖, 𝑗). The Kendall distance
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(a) 𝐾𝐺 (b) 𝐾𝐵 (c) 𝐾𝐺𝐵

Figure 2-3: Classification of the pairs of matches into (a) only correct matches, (b) only
incorrect matches and (c) correct and incorrect matches. Note that, for clarity, some of the
matched pairs are omitted from (c).

is given by

𝐾([𝑁 ], 𝜎) =
1

2

∑︁
1≤𝑖≤𝑁

𝐻𝜎(𝑖). (2.2)

To compute 𝑁𝐺 from the value 𝐾 = 𝐾([𝑁 ], 𝜎), we formulate 𝐾 as the sum of three
terms:

𝐾 = 𝐾𝐺 +𝐾𝐵 +𝐾𝐺𝐵, (2.3)

where 𝐾𝐺 corresponds to the number of order inversions between correct matches, 𝐾𝐵

between incorrect matches, and 𝐾𝐺𝐵 between pairs of correct and incorrect matches (see
Figure 2-3). That is,

𝐾𝐺 =
∑︀
𝑖∈𝐺

∑︀
𝑗∈𝐺
𝑖<𝑗

𝜂𝜎(𝑖, 𝑗),

𝐾𝐵 =
∑︀
𝑖∈𝐵

∑︀
𝑗∈𝐵
𝑖<𝑗

𝜂𝜎(𝑖, 𝑗),

𝐾𝐺𝐵 =
∑︀
𝑖∈𝐺

∑︀
𝑗∈𝐵

𝜂𝜎(𝑖, 𝑗).

(2.4)

The expected values of 𝐾𝐺 and 𝐾𝐵 are given directly by assumptions A1 and A2. We
will show in Section 2.4.2 the expected value of 𝐾𝐺𝐵 under assumption A3. For 𝑁𝐺 = 𝑁
(i.e., |𝐵| = 0), it follows directly from A1 that 𝐾 = 𝐾𝐺 = 0. On the other hand, if
𝑁𝐺 < 𝑁 (i.e., |𝐵| > 0), then 𝐾 > 𝐾𝐵 > 0. Hence, a simple case to consider is when
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Figure 2-4: An example of a permutation with 𝛽𝑙
1, 𝛽

𝑙
2, 𝛽

𝑟
1 and 𝛽𝑟

2 indicated.

𝐾 = 0, which implies 𝑁𝐺 = 𝑁 .
To obtain an explicit equation in 𝑁𝐺 for 𝐾 > 0, the terms in Equation 2.3 are normal-

ized by the maximal possible number of pairwise order inversions, that is, the number of
pairs in each term. The number of pairs is given by 𝑁(𝑁 − 1)/2 in a sequence of length
𝑁 , and by 𝑁𝐺𝑁𝐵 between two disjoint sequences of lengths 𝑁𝐺 and 𝑁𝐵. That is, the
normalized values denoted by ·̂ are given by:

�̂�𝐵 = 2𝐾𝐵

𝑁𝐵(𝑁𝐵−1)
, �̂�𝐺 = 2𝐾𝐺

𝑁𝐺(𝑁𝐺−1)
,

�̂� = 2𝐾
𝑁(𝑁−1)

, �̂�𝐺𝐵 = 𝐾𝐺𝐵

𝑁𝐺𝑁𝐵
.

(2.5)

Using some algebraic manipulation after substituting the terms in Equation 2.3 with the
terms in Equation 2.5 and replacing 𝑁𝐵 = 𝑁 − 𝑁𝐺, we obtain the following quadratic
equation in 𝑁𝐺:

0 = 𝑁2
𝐺[�̂�𝐺 + �̂�𝐵 − 2�̂�𝐺𝐵]+

𝑁𝐺[2𝑁�̂�𝐺𝐵 − (2𝑁 − 1)�̂�𝐵 − �̂�𝐺]+

𝑁(𝑁 − 1)(�̂�𝐵 − �̂�).

(2.6)

Note that 𝑁 is given and �̂� can be directly computed from the set of matches, ℳ,
using Equation 2.2. From assumption A1 it directly follows that �̂�𝐺 = 0, and from
assumption A2 it follows that 𝐸(�̂�𝐵) = 1/2, where 𝐸(𝑥) is the expected value of 𝑥 (see
our proof in the supplementary material, and an alternative proof in [44, p. 257]). We next
show that 𝐸(�̂�𝐺𝐵) = 1/3 for fully overlapped sequences.
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Full Overlap

Here we consider the case that A3 holds, i.e., the two images are of the same part of the
scene.

Claim 1. Under assumptions A1-A3, 𝐸(�̂�𝐺𝐵) = 1/3.

Proof. Using equations 2.4&2.5, the desired value, 𝐸(�̂�𝐺𝐵), can be written as

𝐸(�̂�𝐺𝐵) = 𝐸

(︂∑︀
𝑖∈𝐺𝐻𝜎(𝑖)

𝑁𝐺𝑁𝐵

)︂
=

1

𝑁𝐺𝑁𝐵

∑︁
𝑖∈𝐺

𝐸(𝐻𝜎(𝑖)). (2.7)

Since 𝐻𝜎(𝑖) = 𝐻𝑟
𝜎(𝑖) +𝐻ℓ

𝜎(𝑖), it is sufficient to determine both 𝐸(𝐻𝑟
𝜎(𝑖)) and 𝐸(𝐻ℓ

𝜎(𝑖)).
Denote by 𝛽𝑙

1 the number of bad indexes to the left of 𝑖 and by 𝛽𝑙
2 the number of bad indexes

to the left of 𝜎(𝑖) (see Figure 2-4). We first derive 𝐸(𝐻ℓ
𝜎(𝑖)|𝛽𝑙

1, 𝛽
𝑙
2) and 𝐸(𝐻𝑟

𝜎(𝑖)|𝛽𝑙
1, 𝛽

𝑙
2)

for 𝑖 ∈ 𝐺, using assumption A2. We then use the expected values of 𝛽𝑙
1 and 𝛽𝑙

2 to finally
derive 𝐸(𝐻ℓ

𝜎(𝑖)) and 𝐸(𝐻𝑟
𝜎(𝑖)).

Consider the hypergeometric probability density function (PDF), ℋ(𝑛, 𝑘;𝑀,𝐾). It is
the probability for 𝑘 successes out of 𝑛 draws without replacement from a population of
size 𝑀 that contains exactly 𝐾 successes. The analogue for the distribution of 𝐻ℓ

𝜎(𝑖) is
that a draw is a bad index 𝑗 to the left of 𝑖, and a success is an inversion of 𝑚(𝑗) with
𝑚(𝑖). That is, the bad index to the left of 𝑖 is matched to a bad index to the right of 𝜎(𝑖).
Hence, 𝑀 = 𝑁𝐵, 𝐾 = 𝑁𝐵 − 𝛽𝑙

2, which is the number of bad indexes to the right of 𝜎(𝑖),
𝑘 = 𝐻ℓ

𝜎(𝑖), and 𝑛 = 𝛽𝑙
1. It is well known that the expectation of ℋ(𝑛, 𝑘;𝑀,𝐾) is given

by 𝐸(ℋ(𝑛, 𝑘;𝑀,𝐾)) = 𝑛𝐾/𝑀 ; thus,

𝐸(𝐻ℓ
𝜎(𝑖)|𝛽ℓ

1, 𝛽
ℓ
2) =

𝛽ℓ
1(𝑁𝐵 − 𝛽ℓ

2)

𝑁𝐵

,

and similarly for 𝐻𝑟
𝜎(𝑖):

𝐸(𝐻𝑟
𝜎(𝑖)|𝛽ℓ

1, 𝛽
ℓ
2) =

𝛽ℓ
2(𝑁𝐵 − 𝛽ℓ

1)

𝑁𝐵

.

Using 𝐸(𝑥) =
∑︀

𝑦 𝐸(𝑥|𝑦)𝑃 (𝑦) (i.e., the law of total expectation), we get:

𝐸(𝐻ℓ
𝜎(𝑖)) =

𝑖−1∑︁
𝛽ℓ
1=0

𝜎(𝑖)−1∑︁
𝛽ℓ
2=0

𝐸(𝐻ℓ
𝜎(𝑖)|𝛽ℓ

1, 𝛽
ℓ
2)𝑃 (𝛽ℓ

1)𝑃 (𝛽ℓ
2).
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Using algebraic manipulation and

𝑖−1∑︀
𝛽ℓ
1=0

𝛽ℓ
1𝑃 (𝛽ℓ

1) = 𝐸(𝛽ℓ
1)

𝜎(𝑖)−1∑︀
𝛽ℓ
2=0

𝛽ℓ
2𝑃 (𝛽ℓ

2) = 𝐸(𝛽ℓ
2)

𝑖−1∑︀
𝛽ℓ
1=0

𝑃 (𝛽ℓ
1) = 1,

we obtain
𝐸(𝐻ℓ

𝜎(𝑖)) =
1

𝑁𝐵

𝐸(𝛽ℓ
1)(𝑁𝐵 − 𝐸(𝛽ℓ

2)).

The probabilities, 𝑃 (𝛽𝑙
1) (and similarly 𝑃 (𝛽𝑙

2)), are considered as another hypergeo-
metric PDF, ℋ(𝑛, 𝑘;𝑀,𝐾). The analogue here is that a draw is an index to the left of 𝑖,
and a success is an incorrect index to the left of 𝑖. Hence, 𝑀 = 𝑁 , 𝐾 = 𝑁𝐵, 𝑛 = 𝑖−1 and
𝑘 = 𝛽𝑙

1. The hypergeometric expectation is given by 𝐸(𝛽𝑙
1) = (𝑖 − 1)𝑁𝐵/𝑁 ≈ 𝑖𝑁𝐵/𝑁 .

Assumption A3 implies that 𝜎(𝑖) ≈ 𝑖, so approximately 𝐸(𝛽𝑙
1) = 𝐸(𝛽𝑙

2) = 𝑖𝑁𝐵/𝑁 ; thus,

𝐸(𝐻ℓ
𝜎(𝑖)) = 𝐸(𝐻𝑟

𝜎(𝑖)) = 𝑁𝐵
𝑖
𝑁

(︀
1− 𝑖

𝑁

)︀
,

so together
𝐸(𝐻𝜎(𝑖)) = 𝐸(𝐻ℓ

𝜎(𝑖)) + 𝐸(𝐻𝑟
𝜎(𝑖))

= 2𝑁𝐵
𝑖
𝑁

(︀
1− 𝑖

𝑁

)︀
.

Substituting 𝐸(𝐻𝜎(𝑖)) in Equation 2.7 we get:

𝐸(�̂�𝐺𝐵) = 1
𝑁𝐺𝑁𝐵

∑︀
𝑖∈𝐺

2𝑁𝐵
𝑖
𝑁

(︀
1− 𝑖

𝑁

)︀
= 2

𝑁𝐺

(︂
1
𝑁

∑︀
𝑖∈𝐺

𝑖− 1
𝑁2

∑︀
𝑖∈𝐺

𝑖2
)︂
.

Under assumption A3, we approximate the sequence of indices, 𝑖 ∈ 𝐺, by an arith-
metic sequence, 𝑎𝑘 = 𝑘𝑑 = 𝑖 for 1 ≤ 𝑘 ≤ 𝑁𝐺, where 𝑑 =

⌊︁
𝑁
𝑁𝐺

⌋︁
. The sum of

an arithmetic sequence is given by
∑︀𝑛

𝑘=1 𝑎𝑘 = 𝑛(𝑎1 + 𝑎𝑛)/2; thus, for our sequence,∑︀𝑁𝐺

𝑘=1 𝑎𝑘 = 𝑁𝐺(
⌊︁

𝑁
𝑁𝐺

⌋︁
+𝑁𝐺

⌊︁
𝑁
𝑁𝐺

⌋︁
)/2 ≈ 1

2
𝑁𝐺𝑁 . In the supplementary material it is shown

that
∑︀
𝑖∈𝐺

𝑖2 ≈ 1
3
𝑁𝐺𝑁

2; thus,
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𝐸(�̂�𝐺𝐵) = 2
𝑁𝐺

(︂
1
𝑁

∑︀
𝑖∈𝐺

𝑖− 1
𝑁2

∑︀
𝑖∈𝐺

𝑖2
)︂

= 2
𝑁𝐺

(︀
1
𝑁

1
2
𝑁𝐺𝑁 − 1

𝑁2
1
3
𝑁𝐺𝑁

2
)︀
= 1

3
.

Substituting 𝐸(�̂�𝐺), 𝐸(�̂�𝐵) and 𝐸(�̂�𝐺𝐵) with their estimated values in Equation 2.6, we
obtain the following quadratic equation in 𝑁𝐺:

0 = 1
6
𝑁2

𝐺 − (1
2
− 1

3
𝑁)𝑁𝐺 −𝑁(𝑁 − 1)(1

2
− �̂�). (2.8)

There are two solutions to this equation: when �̂� > 1/2, we set 𝑁𝐺 = 0, and when 0 ≤ �̂� ≤
1/2, we take the only solution in the range [0, 𝑁 ].

Partial Overlap

When parts of the scene appear in only one of the images (e.g., Figure 2-5), assumption A3
does not hold. In this case, the estimation of 𝑁𝐺 given by Equation 2.8 is an underestima-
tion of 𝑁𝐺 (see Claim 2 below). We next describe a method to estimate 𝑁𝐺 by computing
the regions of overlap, using this observation.

We assume that each image can be divided into at most three regions, left, center, and
right. The center region corresponds to the same scene region which appears in the other
image. Formally, the sequence [𝑁 ] is partitioned into three intervals: ℒ1, 𝒪1 and ℛ1,
where ℒ1 and ℛ1 consist of features that appear only in 𝐼1 and hence no correct matches
exist for them. The lowest and highest ranks of the features with correct matches in 𝐼1, ℓ1
and ℎ1 define the interval 𝒪1 = [ℓ1, ℎ1]. Similarly, we define 𝒪2 = [ℓ2, ℎ2] .

Note that an index of an incorrect match, 𝑖 ∈ 𝒪1 ∩ 𝐵, is not necessarily matched
to an index in 𝒪2. To use our results for the fully overlapped sequences (Section 2.4.2),
we discard such indexes and define the fully overlapped subsequences, �̂� = (�̂�1, �̂�2), as
follows:

�̂�1 = {𝑖 | (𝑖 ∈ 𝒪1) ∧ (𝜎(𝑖) ∈ 𝒪2)} , (2.9)

and �̂�2 is the sequence of indexes of the matched features to �̂�1.
The values of 𝑁 , 𝑁𝐺, and �̂� on the sequences defined by a candidate pair 𝜔 =

(�̂�1, �̂�2) are given by 𝑁(𝜔), 𝑁𝐺(𝜔), and �̂�(𝜔). These new values can be used in Equa-
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𝒪1 𝒪2 ℛ2ℒ1

𝐼1 𝐼2

Figure 2-5: A partial overlap between a pair of images from the ZuBuD dataset.

tion 2.8 to compute 𝑁𝐺(𝜔) by solving the quadratic equation as before:

0 = 1
6
𝑁2

𝐺(𝜔)− (1
2
− 1

3
𝑁(𝜔))𝑁𝐺(𝜔)

−𝑁(𝜔)(𝑁(𝜔)− 1)(1
2
− �̂�(𝜔)).

(2.10)

The following claim allows us to determine 𝜔*, which is the region of overlap between the
pair of images, and hence 𝑁𝐺(𝜔

*).

Claim 2. The expected maximal value of 𝑁𝐺(𝜔), for any 𝜔, is obtained for 𝑁𝐺(𝑤
*), where

𝑤* = argmax𝑤 𝑁𝑔(𝑤), i.e.,

max
𝜔

𝑁𝐺(𝜔) = 𝑁𝐺(𝜔
*). (2.11)

We use assumptions A1-A3 to prove it (see Appendix A). That is, the desired 𝑁𝐺 is the
maximal value obtained for all possible 𝜔’s.

For efficiency, we avoid considering all possible 𝜔’s given by the 4-tuples. Instead, we
consider only a sample of the subset of intervals defined by a single parameter 𝑞. The set
of intervals considered is as follows:

𝑆𝑞 = {(ℓ, ℎ)|ℓ = 𝑡𝑞 + 1, ℎ = 𝑡′𝑞, 1, 0 < 𝑡 < 𝑡′ ≤ 𝑁

𝑞
}.

The value of 𝑁𝐺(𝜔) is computed for each 𝜔 ∈ 𝑆𝑞 × 𝑆𝑞. We refer to this algorithm, which
considers all the 𝑞-intervals in 𝐼1 and 𝐼2, as 𝐾2.

To further improve efficiency, we compute sequentially the max value obtained for the
𝑞-intervals of 𝐼1 and the entire sequence of 𝐼2. That is, we sample the value 𝑁𝐺(𝜔) on
𝜔 ∈ [𝑁 ]× 𝑆𝑞. Then, we fix the detected optimal 𝑞-interval, [ℓ*1, ℎ

*
1], in 𝐼1 and search over

all the 𝑞-intervals of 𝐼2. That is, we sample the value 𝑁𝐺(𝜔) on 𝜔 = [ℓ*1, ℎ
*
1]× 𝑆𝑞 to arrive
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at our final estimate for 𝜔* and 𝑁𝐺(𝜔
*). We refer to this algorithm as the 𝐾1 algorithm.

Kendall Distance Computation & Complexity

The Kendall distance can be computed on a sequence of length 𝑁 in 𝒪(𝑁 log𝑁) steps
using the merge sort algorithm [69], applied on 𝜎. The basic idea is that the number of
inversions can be computed at the merge stage (when merging two sorted arrays into one).
The number of inversions that should be added to the count is the number of elements that
remain in the left array when the next minimal element is taken from the right array.

For partial overlap, we need to compute 𝑤* (Equation 2.11). It requires multiple
Kendall distance computations for various intervals. We compute these distances effi-
ciently by first computing the Kendall distance for 𝑞 disjoint intervals of length 𝑁/𝑞,
using the merge sort algorithm. The Kendall distance of an interval of size 𝑑𝑁/𝑞 is ob-
tained by counting the inversions when merging two successive intervals of size 𝑑1𝑁/𝑞
and 𝑑2𝑁/𝑞, where 𝑑1+𝑑2 = 𝑑. Using this method, the time complexity for the 𝐾2 method
is 𝒪(𝑁 log𝑁), where typically in our implementation the constant is ∼ 21 when 𝑞 = 10.
Similarly for the 𝐾1 method, the time complexity is 𝒪(𝑁 log𝑁), where typically in our
implementation the constant is ∼ 2. The full analysis of the complexity is given in the
supplementary material.

2.4.3 The Spearman Footrule Distance
We next present an alternative distance measure between permutations for computing 𝑁𝐺.
The Spearman Footrule (SF) distance [41, 43] is defined to be the sum of rank differences
between matching features. That is, let (𝑝𝑖, 𝑞𝜎(𝑖)) ∈ ℳ, and denote by 𝜆(𝑖) = |𝜎(𝑖)−𝑖| the
absolute difference in the ranks of 𝑝𝑖 and 𝑞𝜎(𝑖) in the sequences of 𝐼1 and 𝐼2, respectively.
Then the SF distance is defined by

𝐷 =
𝑁∑︁
𝑖=1

𝜆(𝑖). (2.12)

Let the sets of absolute rank differences in 𝐺 and 𝐵 be Λ𝐺 = {𝜆(𝑖) | 𝑖 ∈ 𝐺} and
Λ𝐵 = {𝜆(𝑖) | 𝑖∈𝐵}, respectively. The means of these sets are given by

Λ𝐺 = 1
𝑁𝐺

∑︀
𝑖∈𝐺

𝜆(𝑖),

Λ𝐵 = 1
𝑁𝐵

∑︀
𝑖∈𝐵

𝜆(𝑖).

To show that the value 𝐷 is a function of 𝐸(Λ𝐺), 𝐸(Λ𝐵), 𝑁 and 𝑁𝐺, we split the sum
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in Equation 2.12 into two terms and obtain:

𝐷 =
∑︀
𝑖∈𝐺

𝜆(𝑖) +
∑︀
𝑖∈𝐵

𝜆(𝑖)

=
∑︀
𝑖∈𝐺

𝜆(𝑖)
𝑁𝐺

𝑁𝐺 +
∑︀
𝑖∈𝐵

𝜆(𝑖)
𝑁𝐵

𝑁𝐵

= Λ𝐺𝑁𝐺 + Λ𝐵𝑁𝐵.

(2.13)

It follows that 𝑁𝐺 can be directly computed using the estimated expectations Λ𝐵 and Λ𝐺.
Generally, Λ𝐺 > 0. However, when full overlap is considered, it follows directly from

assumption A3 that Λ𝐺 ≈ 0, i.e., Λ𝐺 is small. We use assumption A2, that the spatial
order of the outliers is random, to show that Λ𝐵 = 𝑁/3 (see [42]). Using some algebraic
manipulation after substituting the terms in Equation 2.13 and replacing 𝑁𝐵 = 𝑁 − 𝑁𝐺,
we obtain the following equation in 𝑁𝐺:

𝑁𝐺 = 𝑁 − 3𝐷

𝑁
. (2.14)

When partial overlap is considered, we claim that, similarly to the method for par-
tial overlap in the Kendall distance (Section 2.4.2), the estimation of 𝑁𝐺 given by Equa-
tion 2.14 reaches its maximal value for the fully overlapped sequences, �̂�1 and �̂�2. There-
fore, we maximize 𝑁𝐺 in Equation 2.14 (rather than Equation 2.10) using the same search
method on intervals.

2.5 Matching Probabilities
We propose to compute a probability, 𝑃𝐾(𝑖), that a match 𝑚(𝑖) = (𝑝𝑖, 𝑞𝜎(𝑖)) is correct. We
do so using the number of inversions of matching pairs with 𝑚(𝑖) as well as the estimation
of �̂�1, �̂�2 and 𝑁𝐺. This probability can then be used as a likelihood function for sampling
matches, in particular in guided RANSAC methods (Section 2.1). We present the full
derivations of 𝑃𝐾(𝑖). However, due to efficiency considerations, in practice we use only
its approximations.

When 𝑖 /∈ �̂�1 or 𝜎(𝑖) /∈ �̂�2, we set 𝑃𝐾(𝑖) = 0 (or a small value), since, by the
definition of �̂�1 and �̂�2, 𝑖 ∈ 𝐵. Hence, w.l.o.g. we consider here only fully overlapping
sequences. A typical example of inversions in a fully overlapped permutation is presented
in Figure 2-6, where the number of inversions, 𝐻𝜎(𝑖), is plotted as a function of the index
𝑖. As expected from the analysis presented in Section 2.4.2, the distribution of 𝑖 ∈ 𝐺 (red
dots) is around the function 𝑖

𝑁
(1 − 𝑖

𝑁
), where 𝑁 = |�̂�1|. For 𝑖 ∈ 𝐵 (blue dots), 𝐻𝜎(𝑖) is
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Figure 2-6: A graph of order inversions, 𝐻𝜎. The 𝑥-axis corresponds to the rank of the
feature in 𝐼1, and the 𝑦-axis corresponds to the percentage of order inversions out of the
maximal value, 𝑁 − 1. The blue and red dots correspond to the inliers and outliers,
respectively (computed by USAC). The green and cyan lines correspond to the range of
inversions for the incorrect matches.

approximately uniformly distributed in a range that depends on 𝑖.
We next present the computation of 𝑃𝐾(𝑖) for 𝑖 ∈ 𝐺, given 𝑁𝐺, 𝐻1

𝜎(𝑖) and 𝐻2
𝜎(𝑖)

(defined in Section 2.4.2). Using Bayes’ theorem it is given that

𝑃𝐾(𝑖) = 𝑃
(︀
𝑖 ∈ 𝐺

⃒⃒
𝐻1

𝜎(𝑖), 𝐻
2
𝜎(𝑖)

)︀
=

𝑃
(︀
𝐻1

𝜎(𝑖),𝐻
2
𝜎(𝑖)

⃒⃒
𝑖∈𝐺

)︀
𝑃
(︀
𝑖∈𝐺

)︀
𝑃
(︀
𝐻1

𝜎(𝑖),𝐻
2
𝜎(𝑖)

)︀ .
(2.15)

Let us use the following notations: 𝑃𝐻|𝐺 = 𝑃
(︀
𝐻1

𝜎(𝑖), 𝐻
2
𝜎(𝑖)

⃒⃒
𝑖 ∈ 𝐺

)︀
, 𝑃𝐻|𝐵 = 𝑃

(︀
𝐻1

𝜎(𝑖), 𝐻
2
𝜎(𝑖)

⃒⃒
𝑖 /∈

𝐺
)︀
, 𝑃𝐺 = 𝑃

(︀
𝑖 ∈ 𝐺

)︀
and 𝑃𝐵 = 𝑃

(︀
𝑖 /∈ 𝐺

)︀
= 1 − 𝑃𝐺. Then, we also use the law of total

probability for the denominator and obtain:

𝑃𝐾(𝑖) =
𝑃𝐻|𝐺𝑃𝐺

𝑃𝐻|𝐺𝑃𝐺+𝑃𝐻|𝐵𝑃𝐵
. (2.16)
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It is left to show how each of the right-hand terms in the above equation is estimated.
Under the assumption of fully overlapped sequences, the probabilities 𝑃𝐺 and 𝑃𝐵 are given
by the ratio of the correct and the incorrect matches to 𝑁 , respectively; that is, 𝑃𝐺 = 𝑁𝐺/𝑁
and 𝑃𝐵 = 𝑁𝐵/𝑁 . We next describe our estimation of 𝑃𝐻|𝐺.

Estimating PH|G

Under assumption A1, correct matches are not inverted with other correct matches. Hence,
only inversions with incorrect matches are considered for computing 𝑃𝐻|𝐺. Let 𝑆𝛽 be the
set of all possible 𝛽 = (𝛽𝑙

1, 𝛽
𝑙
2) values:

𝑆𝛽 =
{︁
𝛽
⃒⃒⃒
0 ≤ 𝛽𝑙

1 ≤ 𝑁𝐵, 0 ≤ 𝛽𝑙
2 ≤ 𝑁𝐵

}︁
.

Recall that 𝛽𝑙
1 and 𝛽𝑙

2 are defined in Section 2.4.2, where 𝛽𝑙
1 is the number of indexes with

incorrect matches to the left of 𝑖 and 𝛽𝑙
2 is the number of indexes to the left of 𝜎(𝑖).

Since 𝛽 is unknown, we compute 𝑃𝐻|𝐺 using the law of total probability over the set of
possible values, 𝛽 ∈ 𝑆𝛽:

𝑃𝐻|𝐺 =
∑︁
𝛽∈𝑆𝛽

𝑃 (𝐻1
𝜎(𝑖), 𝐻

2
𝜎(𝑖)|𝑖 ∈ 𝐺, 𝛽)𝑃 (𝛽). (2.17)

For efficiency, 𝑃𝐻|𝐺 is approximated by ignoring terms in the sum that are likely to be
negligible; we use only 𝑘 values of 𝛽 ∈ 𝑆𝛽 where 𝛽𝑙

1 and 𝛽𝑙
2 are close to their expectations

given by (𝑖 − 1)𝑃𝐵 and (𝜎(𝑖) − 1)𝑃𝐵, respectively. In our implementation we take the
5 values in a small window around each expectation (2 lower and 2 higher), resulting in
𝑘 = 25.

The probability 𝑃 (𝛽) is given by 𝑃 (𝛽) = 𝑃 (𝛽𝑙
1)𝑃 (𝛽𝑙

2) since 𝛽𝑙
1 and 𝛽𝑙

2 are assumed to
be independently distributed. That is, 𝑃 (𝛽) is the probability that both 𝑖 and 𝜎(𝑖) have 𝛽𝑙

1

and 𝛽𝑙
2 incorrectly matched indices to the left of them. To compute 𝑃 (𝛽𝑙

1) (and similarly
𝑃 (𝛽𝑙

2)), we consider the hypergeometric PDF, ℋ(𝑛, 𝑘;𝑀,𝐾) (see proof of Claim 1). Re-
call that the analogue here is that a draw is an index to the left of 𝑖, and a success is an
incorrect index to the left of 𝑖. Hence, 𝑀 = 𝑁 , 𝐾 = 𝑁𝐵, 𝑛 = 𝑖− 1 and 𝑘 = 𝛽𝑙

1. Putting
it all together, we obtain:

𝑃 (𝛽) = ℋ(𝑖− 1, 𝛽𝑙
1;𝑁,𝑁𝐵)ℋ(𝜎(𝑖)− 1, 𝛽𝑙

2;𝑁,𝑁𝐵).

We next estimate the probability 𝑃 (𝐻1
𝜎(𝑖), 𝐻

2
𝜎(𝑖)|𝑖 ∈ 𝐺, 𝛽) of Equation 2.17, where

both 𝐻1
𝜎(𝑖) and 𝐻2

𝜎(𝑖) inversions occur given 𝛽. Under the independence assumption, it is
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given by:
𝑃 (𝐻1

𝜎(𝑖), 𝐻
2
𝜎(𝑖)|𝑖 ∈ 𝐺, 𝛽)

= 𝑃 (𝐻1
𝜎(𝑖)|𝑖 ∈ 𝐺, 𝛽)𝑃 (𝐻2

𝜎(𝑖)|𝑖 ∈ 𝐺, 𝛽).

The probability 𝑃 (𝐻1
𝜎(𝑖)|𝑖 ∈ 𝐺, 𝛽) (and similarly 𝑃 (𝐻2

𝜎(𝑖)|𝑖 ∈ 𝐺, 𝛽)) is modeled as
another hypergeometric PDF, ℋ(𝑛, 𝑘;𝑁,𝐾), discussed in the proof of Claim 1. Recall
that the analogue here is that a draw is a bad index 𝑗 to the left of 𝑖, and a success is an
inversion 𝑚𝑗 with 𝑚𝑖. Hence, 𝑁 = 𝑁𝐵, 𝐾 = 𝑁𝐵−𝛽𝑙

2 which is the number of bad indexes
to the right of 𝜎(𝑖), 𝑘 = 𝐻1

𝜎(𝑖), 𝑛 = 𝛽𝑙
1. Hence,

𝑃 (𝐻1
𝜎(𝑖)|𝑖 ∈ 𝐺, 𝛽)

= ℋ(𝛽𝑙
1, 𝐻

1
𝜎(𝑖);𝑁𝐵, 𝑁𝐵 − 𝛽𝑙

2)ℋ(𝛽𝑙
2, 𝐻

2
𝜎(𝑖);𝑁𝐵, 𝑁𝐵 − 𝛽𝑙

1).

For efficiency, we approximate the hypergeometric PDFs by Gaussian PDFs with the same
mean, 𝑛𝐾/𝑀 , and variance, 𝑛𝐾(𝑁−𝐾)(𝑁−𝑛)

𝑁2(𝑁−1)
, of the hypergeometric PDFs.

Estimating PH|B:
Here we consider the number of inversions of a bad index, 𝑖. Similarly to 𝑃𝐻|𝐺, 𝑃𝐻|𝐵 is
given by

𝑃𝐻|𝐵 =
∑︁
𝛽∈𝑆𝛽

𝑃 (𝐻1
𝜎(𝑖), 𝐻

2
𝜎(𝑖)|𝑖 ∈ 𝐵, 𝛽)𝑃 (𝛽),

where 𝑃 (𝛽) is defined above. We first note that an incorrect match is inverted with both
correct and incorrect matches.

The number of inversions with correct matches can be directly computed given 𝛽, 𝑖
and 𝜎(𝑖). It is given by the difference in the number of good indices to the left of 𝑖 and
to the left of 𝜎(𝑖); that is, 𝛾 = |(𝑖 − 1 − 𝛽𝑙

1) − (𝜎(𝑖) − 1 − 𝛽𝑙
2)|. This follows from the

assumption that the order of correct matches is preserved (assumption A1).
The inversions due to only incorrect matches are given by 𝐻1

𝜎(𝑖)−𝛾 and 𝐻2
𝜎(𝑖)−𝛾. To

compute 𝑃𝐻|𝐵, we use the same probabilistic derivations as for 𝑃𝐻|𝐺, while using 𝐻1
𝜎(𝑖)−𝛾

and 𝐻2
𝜎(𝑖)− 𝛾 instead of 𝐻1

𝜎(𝑖) and 𝐻2
𝜎(𝑖).

An approximation of 𝑃𝐻|𝐵 is required since the above computations are time consum-
ing. Let 𝐻ℎ𝑖𝑔ℎ(𝑖) and 𝐻𝑙𝑜𝑤(𝑖) be, respectively, the high and low boundaries for 𝐻𝜎(𝑖) (see
cyan and green curves in Figure 2-6). 𝐻ℎ𝑖𝑔ℎ(𝑖) is given for the case where |𝜎(𝑖)− 𝑖| is the
largest, which is either 𝜎(𝑖) = 1 (i.e., 𝑖 > 𝑁 − 𝑖) or 𝜎(𝑖) = 𝑁 (i.e., 𝑖 < 𝑁 − 𝑖). That is,
when 𝑖 > 𝑁 − 𝑖, then 𝐻ℎ𝑖𝑔ℎ(𝑖) = 𝑖− 1, and when 𝑖 < 𝑁 − 𝑖, then 𝐻ℎ𝑖𝑔ℎ(𝑖) = 𝑁 − 𝑖− 1.

In theory, 𝐻𝑙𝑜𝑤(𝑖) = 0. However, in practice it is unlikely that 𝐻𝜎(𝑖) will be lower
than the expected number of inversions as if it were a correct match (i.e., on the green
curve in Figure 2-6). Thus, we set 𝐻𝑙𝑜𝑤(𝑖) = 𝐸(𝐻𝜎(𝑖)) = 2𝑁𝐵

𝑖
𝑁

(︀
1− 𝑖

𝑁

)︀
, where 𝑖 ∈ 𝐺
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(as in the proof of Claim 1). We then model 𝑃𝐻|𝐵 as a uniform distribution in the range
[𝐻𝑙𝑜𝑤(𝑖), 𝐻ℎ𝑖𝑔ℎ(𝑖)]; that is,

𝑃𝐻|𝐵 =

{︃
1

𝐻ℎ𝑖𝑔ℎ(𝑖)−𝐻𝑙𝑜𝑤(𝑖)
𝐻𝜎(𝑖) ∈ [𝐻𝑙𝑜𝑤(𝑖), 𝐻ℎ𝑖𝑔ℎ(𝑖)]

0 𝐻𝜎(𝑖) /∈ [𝐻𝑙𝑜𝑤(𝑖), 𝐻ℎ𝑖𝑔ℎ(𝑖)].

2.6 Experiments
Our algorithms are implemented in MATLAB and tested on an Intel i3-2130 CPU with
12 GB of RAM. We present the results of computing 𝑁𝐺 and the overlapping region es-
timations on both synthetic and real data (Section 2.6.1), and then we demonstrate the
effectiveness of our method for the three proposed applications (Section 2.6.2). Finally,
we present in Section 2.6.3 experiments to show the validity of our assumptions and the
robustness of our methods.

For all experiments we extracted SIFT features [76] using VLFeat [127] with the de-
fault parameters. The number of features per image varies from a few hundreds to a few
thousands depending on the dataset. To match the features between a pair of images, we
used the Lowe ratio test [76], i.e., the ratio of the distances to the closest NN and the
second closest NN must be < 0.8.

2.6.1 Estimation of 𝑁𝐺 and the Overlapped Regions
We tested 6 variants of our method for computing 𝑁𝐺 using the Kendall and the Spearman
Footrule distances. For each distance between permutations we considered the computa-
tion of 𝑁𝐺 on the entire image without removing the image margins (𝐾 and 𝑆 algorithms).
In addition, we considered two variants in which the margins were removed, where the
window of overlap was computed using sequential sampling (𝐾1 and 𝑆1) and simulta-
neous sampling (𝐾2 and 𝑆2) (see Section 2.4.2). The results, in these cases, were the
estimates 𝑁𝐺 as well as the overlapped regions 𝒪1 and 𝒪2. For evaluation purposes we
also considered 𝐾𝐺𝑇 and 𝑆𝐺𝑇 (for Kendall and SF, respectively), where the ground truth
(GT) of 𝒪1 and 𝒪2 was given, and only 𝑁𝐺 was computed.

We defined 𝜇(𝑁𝐺) to be the percent of error out of 𝑁 , i.e., |𝑁𝐺 − 𝑁𝐺𝑇
𝐺 |/𝑁 . The

accuracy of the overlap was measured using intersection over union (IoU) of the detected
interval with respect to the ground truth: 𝜇(𝒪) = |𝒪 ∩𝒪𝐺𝑇 |/|𝒪 ∪𝒪𝐺𝑇 |. For each pair of
images, we averaged the IoU for the two detected intervals, 𝒪1 and 𝒪2.
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DS Value 𝐾𝐺𝑇 𝐾 𝐾2 𝐾1 𝑆𝐺𝑇 𝑆 𝑆2 𝑆1

T1 𝜇(NG) 0.6 14.5 3.2 4 1.1 21.4 10.8 9.7
𝜇(𝒪) – – 0.91 0.89 – – 0.8 0.85

Runtime – 0.6 45.1 6.3 – 0.01 322 120
T2 𝜇(NG) 0.5 10.3 3.2 3.6 0.8 18.3 8.6 7.5

𝜇(𝒪) – – 0.9 0.8 – – 0.84 0.86
Runtime – 0.6 42.3 6.1 – 0.01 319 116

Table 2.1: The mean normalized absolute error (percentage) in the estimation of 𝑁𝐺 in the
synthetic datasets. The first and last 3 rows correspond to datasets “Test 1” and “Test 2”,
respectively. Irrelevant data is marked by ‘–’.

Synthetic Data

A matching between features in a pair of images is depicted by a permutation. We gener-
ated 500 different permutations of 𝑁 = 1000 indexes, using our assumptions A1-A3, for
various values of 𝒪1, 𝒪2 and 𝑁𝐺.

Test 1: We set 𝑁𝐺 = 300; the size and location of 𝒪1 and 𝒪2 were randomly chosen
(|𝒪1|, |𝒪2| > 𝑁𝐺). Table. 2.1 presents 𝜇(𝑁𝐺), 𝜇(𝒪) and the mean runtime (displayed in
milliseconds).

As expected, the best results were obtained for 𝐾𝐺𝑇 where the overlapped windows,
𝒪1 and 𝒪2, are given. The worst results were obtained for 𝐾 since A3 does not hold
when there exists only a partial overlap (|𝒪1|, |𝒪2| < 𝑁 ), and hence 𝑁𝐺 is underestimated.
Finally, 𝐾1 was less accurate than 𝐾2 since the former traverses only a subset of overlap
windows. The accuracy of the computed intervals 𝒪1 and 𝒪2 was similar for both 𝐾1

and 𝐾2 (𝜇(𝒪) = 0.89 and 𝜇(𝒪) = 0.91). The runtime of 𝐾 was an order of magnitude
faster than 𝐾1 and 𝐾2 (0.6ms vs 6.3ms & 45.1ms), but the error was unacceptably large
(14.5%). The results obtained by 𝐾1 and 𝐾2 were very good and comparable (4% and
3.2%). However, 𝐾1 was an order of magnitude faster than 𝐾2.

The results of the four Spearman based methods followed a similar trend, except for
𝑆1, which was slightly more accurate than 𝑆2. Overall, the SF based methods were less
accurate both in computing 𝑁𝐺 and the overlapped regions, 𝒪1 and 𝒪2. In addition, SF
was more time consuming in our implementation. Hence, Kendall is superior to Spearman.

Test 2: We set 𝑁𝐺 between 0 to 1000, and randomly chose 𝒪1 and 𝒪2 as in Test 1. The
results of are presented in Table 2.1, and are similar both in accuracy and runtime to those
of Test 1. In addition, scatter plots of the eight algorithms (four for Kendall and four for
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Figure 2-7: Scatter plots for synthetic experiment Test2; the top and bottom scatter plots
are for the Kendall and Spearman distances, respectively.

SF) with respect to the GT are presented in Figure 2-7. A perfect score corresponds to the
diagonal. As expected, the 𝐾 and 𝑆 algorithms underestimated 𝑁𝐺, and hence their results
are above the diagonal. 𝐾2 and 𝐾1 are similar in accuracy and slightly underestimate 𝑁𝐺.
The results for 𝐾𝐺𝑇 , when the ground truth windows were given, were very close to the
diagonal.

These results are probably due to the sampling used for estimating 𝒪1 and 𝒪2, since
for 𝐾𝐺𝑇 , the errors were negligible. For both tests, 𝐾1 was almost an order of magnitude
faster than 𝐾2. The 𝑆2 and 𝑆1 algorithms were similar in their error, 𝜇(𝑁𝐺), however,
worse than the 𝐾2 and 𝐾1 algorithms. Note that as expected, when the inlier rate, 𝑁𝐺/𝑁 ,
is very low (see the “zoom-in” in Figure 2-7), the results are less accurate (and more
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MFull14 MFull05&06 MPar14 MPar05&06 U&B ZuBuD Yorkminster
#im pairs 23 27 23 27 21 201 14196

GT 1584 2776 712 1032 138 69 31
𝜇 𝑡 𝜇 𝑡 𝜇 𝑡 𝜇 𝑡 𝜇 𝑡 𝜇 𝑡 𝜇 𝑡

BEEM 9.9 2065 13 4198 5 1825 5.3 2344 – 1444 – 692 – 1770
USAC 3 1782 3 1670 3.6 1152 4.1 1276 8.6 1440 7.3 1257 4.5 1310
𝐾 10 8.2 3.3 13.6 11.5 4.3 23.1 6 11 2.6 9.3 0.9 8.8 0.1
𝐾2 9.9 280 3.3 412 6.8 162 6.3 223 8.8 125 6.1 94 7.3 40
𝐾1 9.9 38 3.3 53 7.1 22.6 6.7 30 9 18 6.5 11 7.8 4.7
𝑆 8.7 0.5 5.8 0.51 17.4 0.51 32.9 0.52 11.2 1.3 6.5 0.5 11.8 0.05
𝑆2 8.7 1999 5.7 4401 7.5 834 10.2 1306 8.4 343 6.1 151 9.1 149
𝑆1 8.7 680 5.8 1523 8.3 262 11.7 427 8.7 104 6.1 34 9.2 42

Table 2.2: The mean normalized absolute error (percentage), 𝜇 (short for 𝜇(𝑁𝐺)), of the
Kendall and Spearman based methods in comparison to the ground truth (its mean, 𝑁𝐺𝑇

𝐺 )
for the left four datasets (columns) and to BEEM (its mean, |𝐺𝐵𝐸𝐸𝑀 |) for the right two
datasets (columns). The mean runtime, 𝑡, is also presented for each of the methods (in
milliseconds).

variant) than when the inlier rate is high.

Real Data

We used the Middlebury 2005, 2006, and 2014 datasets [61, 102, 103], for real data with
GT (denoted by MFull05&06 and MFull14, respectively). We also evaluated our method
on the USAC dataset [98] and BLOGS dataset [23] (combined), the ZuBuD dataset [106],
and the Yorkminster [130], for which no GT is available (denoted by U&B, ZuBuD and
York, respectively). We ran the BEEM [54] and USAC [98] algorithms (both with their
default settings), where the number of inliers returned is compared to 𝑁𝐺. The lowest
and highest inlier indexes of the computed matched features were used as the GT for 𝒪1

and 𝒪2. Figure 2-8 presents the complete comparison details for the datasets, which are
described next.

Middlebury Full Overlap

The mean errors and runtimes (in milliseconds) are presented in Table 2.2. The errors,
𝜇(𝑁𝐺), were similar for 𝐾, 𝐾2 and 𝐾1, while 𝐾2 was much slower. The errors for
𝑆, 𝑆2, 𝑆1 were also similar, however, better than the Kendall methods in MFull14 and
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Figure 2-8: Scatter plots for the real datasets. From left to right: 𝐾, 𝐾2 and 𝐾1 methods.
The comparison is against BEEM. The axes correspond to 𝑁𝐺/𝑁 .

worse in MFull05&06. The SF methods, 𝑆2 and 𝑆1, were significantly slower than the
Kendall methods, 𝐾2 and 𝐾1, while the 𝑆 method was significantly faster than 𝐾. 𝐾1

and BEEM were similar in 𝜇(𝑁𝐺), while USAC was more accurate. The runtime of 𝐾1

was between one and two orders of magnitude faster than USAC and BEEM runtimes.

Middlebury Partial Overlap

The overlap between image pairs in the Middlebury datasets is very large (about 90%
of the image). Therefore, we vertically cut them to obtain smaller overlaps, where the
location of the cut was chosen randomly. This enabled us to test the partial-overlap method
(Section 2.4.2) against the GT (Table 2.2). These datasets are denoted by MPartial05&06
and MPartial14 for Middlebury 2005&2006 and 2014, respectively. The errors of both
𝐾2 and 𝐾1 were low and similar to the full overlap case, demonstrating the success of the
partial overlap method. However, the runtime was much faster for 𝐾1. The errors for 𝑆2

and 𝑆1 were low and similar to the full overlap case for MPartial14, however, quite high
for MPartial05&06. The error, 𝜇(𝑁𝐺), was large for methods 𝐾 and 𝑆 since they ignore
the margins. As in the full overlap case, BEEM was similar in accuracy to 𝐾2 and 𝐾1,
while USAC was more accurate. The error for the overlap, 𝜇(𝒪), was 0.89, 0.89, 0.81 and
0.8 for 𝐾2, 𝐾1, 𝑆2 and 𝑆1 methods, respectively (see examples in Figure 2-9).

USAC & BLOGS, ZuBuD and Yorkminster

Since no GT is available for these datasets, the estimation results were compared to BEEM
(see Table 2.2). The errors for 𝐾2, 𝐾1, 𝑆2, 𝑆1 and USAC were similar (𝐾 and 𝑆 were
larger as expected). 𝐾2 and 𝐾1 were one and two orders of magnitude faster than BEEM
and USAC, respectively, while 𝑆2 and 𝑆1 were about one order of magnitude faster than
BEEM and USAC.

Yorkminster: this dataset was collected by [130] for scene reconstruction from an Internet
image search engine. It contains some outlier images, i.e., images that do not capture the
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Figure 2-9: Examples for the estimation of the overlap between pairs of images. The
columns correspond to pairs of images from the ZuBuD dataset.

scene. Since this dataset is very large (3368 images), we use only every twentieth image,
starting from the first, to get a total of 169 images. To evaluate the methods we use all
(169 · 168)/2 = 14196 pairs of images. Note that we present only a summary of the
results for this dataset (in Table 2.2) due to its large size.

2.6.2 Applications
We next present three applications of 𝑁𝐺 estimation, which were briefly discussed in the
Introduction.

Halting Condition for RANSAC

Ideally, RANSAC should halt when the cardinality of the inliers set equals the number of
correct matches. As this number is usually unknown, the classic halting condition [57,
Chapter 11.6] in adaptive RANSAC methods is based on the probability that at least one
consensus set was constructed from an uncontaminated minimal set of matches. This
probability is computed as a function of the maximal number of inliers, computed up to a
given iteration. The method halts when the confidence in the solution is high; the halting
condition is based on the size of the consensus set. We propose an alternative halting
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condition based on the estimated 𝑁𝐺 computed by our algorithm. It can be used directly
to halt RANSAC, when a consensus set of at least 𝑁𝐺 matches has been found.

We tested the effectiveness of the proposed halting condition on the abovementioned
datasets. The USAC [98] algorithm was applied using the original halting condition as
well as ours. The results of the inlier rate and runtime of the two versions are presented in
Figure 2-10. The total runtime with our halting condition was 69% of the runtime of the
original halting condition. This runtime improvement was obtained with nearly no loss
of inliers (error of 0.78%). The decrease in runtime (while the accuracy is preserved) is
mostly due to image pairs with a low inlier rate; the number of iterations required with the
original halting condition is inversely proportional to the inlier rate. Thus, low inlier rates
require longer runtimes.

Improving the Efficiency of the SfM Pipeline

A major time-consuming stage in the pipeline of SfM methods [92, 104, 116, 132] is ro-
bustly matching all image pairs. The naïve method is (i) to match all pairs of images using
ℓ2 distance and Lowe’s ratio test [76], and (ii) apply RANSAC to obtain the fundamental
matrices and filter out incorrect matches, which typically takes∼ 25% of the total runtime
of the entire SfM pipeline (e.g., [132]). We followed the dominant paradigm to decrease
the runtime of SfM by filtering spatially unrelated image pairs. This reduces the number
of pairs for which (ii) is computed.

Existing methods are typically based on 𝐵𝑜𝑊 [95], which reduces the runtime of
both (i) and (ii). In 𝐵𝑜𝑊 , each image is represented by a histogram of the visual words
from the vocabulary. The similarity is defined by the ℓ2 distance between the images’
corresponding histograms, weighted by the term frequency to inverse document frequency
(tf-idf). Since 𝐵𝑜𝑊 is agnostic to the spatial configuration of the matches, methods
like Hough Pyramid Matching (𝐻𝑃𝑀 ) [8] were proposed to fill in this gap. HPM uses
a pyramid to partition the space of similarity transformations into bins. First, putative
matches are obtained using a standard visual vocabulary. The local shape, i.e., position,
scale and orientation, of the putative matches is then used to assign them to the pyramid
bins. Matches that fall into the same bin are more likely to be inliers, while isolated
matches are marked as outliers.

Our method filters unrelated images based on the estimated 𝑁𝐺. That is, RANSAC is
run only on image pairs with sufficiently large 𝑁𝐺 (defined by a threshold). We ran both
𝐾1 and 𝐾2 on a pair of images after (i) was performed; we denote the first such image
by 𝐾𝐿

1 and the second by 𝐾𝐿
2 . The pairwise matching was computed using Lowe’s ratio

test [76]. We also tested alternative methods, 𝐾𝑉
1 and 𝐾𝑉

2 , for computing 𝑁𝐺 based on
matches obtained on visual words instead of pairwise matching using (i). This significantly
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reduced the number of pairs to which (i) was applied and hence the total runtime. Because
1-to-1 matching was not guaranteed, this method resulted in matching ambiguities. To
obtain the required 1-to-1 matching, we simply randomly discarded matches.

We compared these variants of our method with filtering unrelated image pairs using
𝐵𝑜𝑊 and 𝐻𝑃𝑀 . We denote by 𝑀 = {𝐾𝑉

2 ,𝐾𝑉
1 ,𝐾𝐿

2 ,𝐾
𝐿
1 ,𝐵𝑜𝑊 ,𝐻𝑃𝑀} the set

of considered methods. Each method was tested on the following three datasets: “Lunch-
Room” [80], “Barcelona” [37] and “Person-Hall” [36], which consist of 72, 191 and 330
images, respectively.

We evaluated the algorithms based on the recall and runtime. The ground truth was
taken to be the set of image pairs that have more than 16 inliers according to USAC [98].

We computed the total runtime required to obtain the set of correct matches after
RANSAC was applied to the relevant image pairs, assuming that the set of features in each
of the images is given. The naïve method consists of computing matches and RANSAC
on all image pairs. This was taken as a baseline. For 𝐾𝐿

1 (and 𝐾𝐿
2 ), the runtime consisted

of computing matches using Lowe’s ratio test, computing 𝑁𝐺, and running RANSAC only
on image pairs with 𝑁𝐺 > 𝛼1. For 𝐾𝑉

1 (and 𝐾𝑉
2 ), the runtime consisted of computing

matches using the vocabulary, computing 𝑁𝐺, and then computing matches using Lowe’s
ratio test followed by RANSAC only on image pairs with 𝑁𝐺 > 𝛼2. The runtime of
𝐵𝑜𝑊 consisted of the same components as 𝐾𝑉

1 , except for the filtering step. In 𝐵𝑜𝑊 ,
the runtime of the histogram computations and the tf-idf was taken instead of the 𝑁𝐺 com-
putation. A threshold 𝛼3 was used to define the set of filtered pairs. In 𝐻𝑃𝑀 the runtime
included all components of the method including the computation of matches using the
vocabulary, as in 𝐾𝑉

1 ,𝐾𝑉
2 and 𝐵𝑜𝑊 .

Let the runtime-ratio be defined by the ratio between the runtime of each method and
the runtime of the naïve method. We present the runtime-ratio as a function of the recall.
The recall was taken to be the ratio between the number of correctly detected overlapped
image pairs and the ground truth. The results are presented in Figure 2-11(a). (Each graph
point is defined by the relevant threshold.)

We analyzed the tradeoff between the runtime-ratio and the recall when computing 𝑁𝐺

using vocabulary matches (𝐾𝑉
1 and 𝐾𝑉

2 ) or pairwise matches (𝐾𝐿
1 and 𝐾𝐿

2 ). The results
show that although the runtime of computing 𝑁𝐺 using pairwise matches was longer than
when using the vocabulary, its higher recall significantly reduced the number of pairwise
RANSAC calls. As a result, 𝐾𝐿

1 (and 𝐾𝐿
2 ) performed better than 𝐾𝑉

1 (and 𝐾𝑉
2 ). Con-

sider, for example, the recall of 0.8 in the dataset “Barcelona”. The runtime ratios are
given by 0.35 and 0.39, for 𝐾𝐿

1 and 𝐾𝐿
2 , respectively, (and similarly, by 0.38 and 0.56 for

𝐾𝑉
1 and 𝐾𝑉

2 , respectively.)
Kendall based methods (except for 𝐾𝑉

1 ) generally achieved better results than the
𝐵𝑜𝑊 method, where in the abovementioned example, the runtime ratio was 0.54. 𝐾𝐿

2
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Figure 2-10: USAC for inlier rate estimation without the halting condition (𝑦-axis) vs with
the halting condition (𝑥-axis).

generally achieves significantly better results than 𝐻𝑃𝑀 , where in the abovementioned
example, the runtime ratio was for 𝐻𝑃𝑀 was 0.4. 𝐾𝐿

1 is slightly worse than 𝐻𝑃𝑀 ,
while 𝐾𝑉

1 and 𝐾𝑉
2 are significantly worse than 𝐻𝑃𝑀 .

To analyze the runtime spent on correctly detected pairs, we defined the effective-
runtime ratio as the ratio between the runtime spent on correctly detected pairs out of the
total runtime. The total runtime of each algorithm is defined above. For computing the run-
time spent on correctly detected pairs, we discarded the runtime of RANSAC calls spent
on incorrectly detected pairs from the total runtime. For the vocabulary based methods,
we also discarded the time for computing the pairwise matching using Lowe’s ratio test on
the incorrect pairs. The effective-runtime ratios as a function of the recall are presented in
Figure 2-11(b). The general behavior was similar to the runtime ratio.

To conclude, the accuracy of the Kendall based algorithms (𝐾𝐿
1 with 𝐾𝐿

2 ) compen-
sated for the time consuming pairwise matching. Hence, discarding unrelated image pairs
using the Kendall based algorithms produced superior results than for the 𝐵𝑜𝑊 algo-
rithm.

Guided RANSAC

Computing matching probabilities, 𝑃𝐾 , can be useful for several applications, including
guided RANSAC. To evaluate our estimate for 𝑃𝐾 , we compared the mean inlier precision
of the 𝑥 ≤ 200 highest ranked matches, given by 𝑃𝐾 (Figure 2-12), to the Lowe rank-
ing [76], denoted by 𝑃𝐿. The mean precision was calculated on all image pairs from all
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Figure 2-11: Using our estimate for 𝑁𝐺 to discard pairs of images from a SfM pipeline in
the “LunchRoom”, “Barcelona” and “Person-Hall” datasets (left to right); The continuous
and broken blue lines correspond to the 𝐾𝐿

2 and 𝐾𝑉
2 methods, respectively. Similarly, the

green lines correspond to 𝐾𝐿
1 and 𝐾𝑉

1 , respectively. The red and magenta curves corre-
spond to the 𝐵𝑜𝑊 and 𝐻𝑃𝑀 methods, respectively. Top row: the x-axis corresponds
to the percentage of remaining image pairs that have spatial overlap after thresholding.
The y-axis corresponds to the percentage of runtime required to process the images in
comparison to the näive method. Bottom row: the x-axis is the same as in the top row.
The y-axis corresponds to the percentage of runtime spent on correctly identifying spa-
tially overlapped image pairs in comparison to the total runtime required to process the
images.

datasets from Section 2.6.1. The curve for the mean 𝑃𝐾 (green) is below the curve for
the mean 𝑃𝐿 (red) for the first 50 matches, and then vice versa. The blue curve shows a
combination of the two probabilities, given by 𝑃𝐶 = 𝑃𝐾𝑃𝐿

𝑃𝐾𝑃𝐿+(1−𝑃𝐾)(1−𝑃𝐿)
. 𝑃𝐶 is higher than

both 𝑃𝐾 and 𝑃𝐿 if they are high, and it is lower than both 𝑃𝐾 and 𝑃𝐿 if they are low. Using
low values of 𝑥, 𝑃𝐶 outperformed its components. For higher values of 𝑥, our estimation
was better. To conclude, 𝑃𝐾 , which is mostly based geometry, is a comparable alternative
to 𝑃𝐿, which is solely based on patches’ appearance. We note here that we found the ac-
tual difference in runtime when using 𝑃𝐾 , 𝑃𝐶 or 𝑃𝐿 in a guided RANSAC method to be
negligible.
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Figure 2-12: Sampling methods for guided RANSAC using the real datasets (Sec-
tion 2.6.1). The 𝑥-axis corresponds to the rank of the matches when sorted by the proba-
bility. The 𝑦-axis corresponds to the precision of correct matches.

2.6.3 Validity of Assumptions
We tested the validity of our assumptions and the sensitivity of our method to these as-
sumptions. Here we present the results and provide an algorithm for using our method to
estimate the roll rotation (Section 2.4.1).

Measured Values of �̂�𝐺, �̂�𝐵 and �̂�𝐺𝐵

Assumptions A1-A3 (Section 2.4.1) were used to deduce the values �̂�𝐺 = 0, �̂�𝐵 =
1/2 and �̂�𝐺𝐵 = 1/3. We tested these values on real data (same datasets as in Sec-
tion 2.6.1). The three values were measured using the inliers and outliers, taken from
the GT in the Middlebury datasets, and from the BEEM estimation in the USAC&BLOGS
and ZuBuD datasets.

Table 2.3 presents the results of this experiment. The mean values for �̂�𝐺, �̂�𝐵 and �̂�𝐺𝐵

were 0.09, 0.43 and 0.36, respectively. These values show that our assumptions roughly
hold on real datasets. One significant deviation is dataset MFull14, where �̂�𝐵 = 0.28
and �̂�𝐺𝐵 = 0.18. This is probably due to a skewed distribution of inversions for the
incorrect matches of repeated pattern. In some images there is a repeated pattern, e.g.,
basket, bicycle rim, which is located only in a small part of the image. This is in contrast,
for example, to MFull05&06, where repeated patterns are spread over a large part of the
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K̂G K̂B K̂GB

Assumed 0 0.5 0.33
All Datasets 0.09 0.43 0.36

MFull14 0.02 0.28 0.18
MFull05&06 0.02 0.39 0.3

MPar14 0.05 0.43 0.39
MPar05&06 0.07 0.5 0.38

U&B 0.1 0.46 0.39
ZuBuD 0.1 0.44 0.38

All Datasets Y-Axis 0.02 0.37 0.25

Table 2.3: Real values for �̂�𝐺, �̂�𝐺 and �̂�𝐺, obtained from the real datasets (see Sec-
tion 2.6.1). From left to right: the assumed values, the computed values for all datasets,
the computed values for the real datasets, and the computed values for all datasets on the
y-axis.

image.
We also tested the same values when the sequences, [𝑁 ] and 𝜎, were defined by the

order in the 𝑦-axis. The measured values were �̂�𝐺 = 0.02, �̂�𝐵 = 0.37 and �̂�𝐺𝐵 = 0.25.
This is a significant deviation from the expected values. It suggests that our choice to use
the 𝑥-order rather than the 𝑦-order is expected to yield more accurate results.

Deviation from Assumption A1

The assumption that the order of correct matches is preserved (A1) only roughly holds in
real data (�̂�𝐺 = 0.09). To systematically test the effect of the deviation from this assump-
tion on the computation of 𝑁𝐺, we repeated the synthetic experiments of Section 2.6.1,
with �̂�𝐺 ≥ 0. For �̂�𝐺 = 0 (the original experiment) the error was 𝜇(𝑁𝐺) = 4. For
�̂�𝐺 ∈ {0.002, 0.05, 0.1, 0.15}, the errors were 4.1, 6.2, 8.5 and 10.7, respectively. The
results show that our method is robust to a relatively large deviation from assumption A1.
For example, where �̂�𝐺 = 0.002 and �̂�𝐺 = 0.02, which correspond, respectively, to 90
and 900 inversions, the errors were 𝜇(𝑁𝐺) = 4.1 and 𝜇(𝑁𝐺) = 5. Note that if we were
to switch one-third of the correct matches with their correct neighbor, we would obtain
approximately 100 inversions.

The Roll Rotation (z-axis Rotation)

When there is a roll rotation between the cameras, assumption A1 does not strictly hold.
Particularly, the estimated 𝑁𝐺 value is expected to be lower than the correct one.
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We tested the estimated 𝑁𝐺 as a function of the roll angle by generating rotated images
using 𝛼 ∈ [−90, 90] angles in 10 degree steps. As expected, the value of 𝑁𝐺 decreases,
but at a moderate rate. Hence, small changes (of < 10 degrees) of the relative roll do not
dramatically affect the results.

Moreover, although not the focus of our method, we also tested whether maximal
estimate of the 𝑁𝐺 value for different rolls can be used to estimate the relative roll. The
mean error in the estimated roll angle between the image pairs of the ZuBuD dataset
(Section 2.6.1) was ∼ 5.7 degrees. In most runs we tested, the maximal value for 𝑁𝐺

is given for the correct roll angle. Examples from the ZuBuD dataset is presented in
Appendix A.

Since the sensitivity of our method to the roll angle is low, its accuracy for roll estima-
tion as is not very high, and other methods specially designed for roll estimation can be
used as a preprocessing method [53, 82].

2.7 Conclusions and Future Work
In this paper we introduced a novel method to estimate the number of correct matches and
a method to estimate the region of overlap between a pair of images. We also derived a
probability function for a match to be correct. This was done using only the spatial order
of a given set of matches and some reasonable statistical assumptions. We considered two
alternative metrics between permutations, the Kendall and the Spearman distance metrics.

We tested the effectiveness of these estimations on real datasets. Our experiments show
that the Kendall based method is superior to the Spearman based method. Our method
successfully competes with methods that compute the set of inliers explicitly by recovering
the epipolar geometry. However, our method is much faster. Three applications were
presented to demonstrate the practicality of our results. This study demonstrates the power
of analyzing the spatial order of matched features. A clear limitation of our method is
moving objects, which do not agree with our assumptions 1-3.
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Chapter 3

Efficient Sliding Window Computation
for NN-Based Template Matching

Following is our paper [119] that was published in IEEE European Conference on Com-
puter Vision (ECCV) in 18’. Authors: Lior Talker, Yael Moses and Ilan Shimshoni.

3.1 Introduction
Template matching is a fundamental problem in computer vision, with applications such
as object tracking, object detection and image stitching. The template is a small image
and the goal is to detect it in a target image. The challenge is to do so, despite template-
image variations caused by changes in the appearance, occlusions, rigid and non-rigid
transformations.

Given a template we would like to find an image window that contains the same object
as the template. Ideally, we would like to find a correct dense correspondence between the
image window and the template, where correct correspondence reflects two views of the
same world point. In practice, due to template-image variations this may be difficult to
obtain and computationally expensive. To overcome these challenges, Bradski et al. [89]
proposed to collect evidence based on nearest neighbors (NNs) that a given image window
contains the same object as the template. In this paper, we follow the same paradigm.

The state-of-the-art algorithms [89,121] compute a matching score for each window of
the template size, using a naïve sliding window procedure. The location with the highest
score is the result. This is computationally expensive, since the score is computed inde-
pendently for each window in the image. For an image of size |𝐼| and a template of size
|𝑇 |, the running time complexity is 𝑂(|𝐼||𝑇 |). For a small image of size 480× 320 and a
50× 50 template, the running time of the current state-of-the-art algorithm [121] is about
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one second and for larger images of size 1280×720 and a 200×300 template, it takes∼ 78
seconds. Thus, even though these NN-based algorithms produce state of the art results,
their efficiency should be improved in order for them to be used in practice. The main
challenge addressed in this paper is to develop an efficient algorithm for running them.

Our matching score between a template, 𝑇 , and an image window, 𝜏 , is inspired by the
one suggested in [121]. However, our algorithm requires only 𝑂(|𝐼|) operations, which is
a fraction of the running time of [121]. It also marginally improves the accuracy of [121].
Consider, for example, a typical image 𝐼 of size 1000× 1000, a template 𝑇 of size 100×
100, and a SSD score. In this example, 𝑂(|𝐼||𝑇 |) = 1010 operations are required, while in
our method it is in the order of 𝑂(|𝐼|) ≈ 106.

Our score function, called the Deformable Image Weighted Unpopularity (DIWU), is
inspired by the Deformable Diversity Similarity (DDIS) score introduced in [121]. Both
scores are based on nearest neighbor (NN) patch-matching between each patch in the
image window and the template’s patches. The score of an image window is a simple sum
of the scores of its pixels. A pixel score consists of the unpopularity measure of its NN,
as well as the relative location of the patch in the candidate image window with respect to
location of the NN patch in the template. The unpopularity for a pixel in DIWU is defined
by the number of (other) pixels in the entire image that choose the same NN as the pixel,
while in DDIS only pixels in 𝜏 are considered. Moreover, the deformation measure in
DIWU is based on the 𝐿1 distance while in DDIS it is based on the 𝐿2 distance. These
modifications of DDIS allow us to develop our efficient iterative sliding window algorithm
for computing the DIWU score, which also marginally improve the DDIS results.

The main technical contribution of our method1 is the efficient computation of the
DIWU on all possible candidate windows of size |𝑇 | of 𝐼 . The DIWU on a single window
𝜏 , can be obtained by a sum of scores that are computed separately for each row and
each column of 𝜏 . This reduces the problem of computing the score of a 2D window to
the problem of computing a set of 1D scores. The score of the window is then obtained
using efficient 1D rolling summation. We propose an iterative algorithm for computing
the 1D scores of successive windows in only 𝑂(1) steps. The algorithm requires an 𝑂(|𝐼|)
initialization. As a result, we obtain the desired overall complexity of 𝑂(|𝐼|) instead of
the original complexity of 𝑂(|𝐼||𝑇 |). We tested our method on two large and challenging
datasets and obtained respective runtime speedups of about 43× and 200×.

The rest of the paper is organized as follows. After reviewing related work, we present
the DDIS score and our new DIWU score in Sec. 3.3. Then the efficient algorithm for
computing DIWU is presented in Sec. 3.4, and the experiments in Sec. 3.5. We conclude
and propose possible extensions in Sec. 3.6.

1A C++ code (and a Matlab wrapper) for our method is publicly available at http://liortalker.
wixsite.com/liortalker/code.
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3.2 Related Work
Since the literature on template matching is vast and the term “template matching” is used
for several different problems, we limit our review to template matching where both the
template and the image are 2D RGB images. We are interested in “same instance” template
matching, where the object instance that appears in the template also appears in the image.
A comprehensive review of template matching is given in [91].

The most common approaches to template matching are the Sum of Squared Dif-
ferences (SSD), the Sum of Absolute Differences (SAD), and the Normalized Cross-
Correlation (NCC), which are very sensitive to deformations or extreme rigid transfor-
mations. Other approaches aim to model the transformation between the template and the
same object in the image, e.g., using an affine transformation [71,122,139]. In many cases
these methods perform well, but they often fail in the presence of occlusions, clutter, and
complex non-rigid transformations.

Although deep convolutional neural networks (deep CNNs) have revolutionized the
computer vision field (as well as other fields), we are not aware of any work that has used
them for template matching (as defined in this paper) despite their success in similar prob-
lems. For example, the authors of [81] proposed a window ranking algorithm based on
deep CNNs and used it to assist a simple classic template matching algorithm. Similarly,
the authors of [94] proposed to use deep CNNs to rule out parts of the image that probably
do not match the template. While deep CNN based patch matching algorithms [137, 138]
might be used for template matching, their goal is to match similar patches (as in stereo
matching); hence, they are trained on simple, small changes in patch appearance. In con-
trast, we consider templates of any size that may undergo extreme changes in appearance,
e.g., deformations. Finally, deep CNN based methods for visual object tracking [15, 60]
do match a template, however, usually for specific object classes known a priori. More im-
portantly, they use video as input, which provides temporal information we do not assume
to be available.

Object localization methods such as Deformable Parts Models (DPM) [45] are based
on efficient template matching of object parts using the generalized distance transform.
However, the root part (e.g., torso in people) still needs to be exhaustively matched as
a template, after which the other parts are efficiently aligned with it. An efficient slid-
ing window object detection method proposed in [129] bears some resemblance to our
method. The spatial coherency between windows is exploited to incrementally update lo-
cal histograms. Since the window score is computed using the local histogram, a pixel
is assigned with the same score in different windows. This is in contrast to our method,
where the deformation score for a pixel is different in different windows.

The works most closely related to ours are [89, 121], the latter of which obtains state-
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of-the-art results and inspired our method. We discuss these methods and the diffrences
from our approach in the next sections.

3.3 Basic Method
The input to our method is an 𝑛×𝑚 image 𝐼 and a 𝑤×ℎ template 𝑇 . Our goal is to detect
a 𝑤 × ℎ image window 𝜏 that is most similar to the template object. A score 𝑆(𝜏𝑖) for
each candidate image window 𝜏𝑖 that reflects the quality of this match is defined. A sliding
window procedure is used to consider all possible image windows, and the one with the
highest score is our output.

As in [89, 121], the score 𝑆(𝜏) is defined based on a nearest neighbor computation
performed once for each pixel in 𝐼 . We denote the nearest neighbor of a pixel 𝑝 ∈ 𝐼 by
𝑁𝑟(𝑝), where the patch around the pixel 𝑁𝑟(𝑝) ∈ 𝑇 is the most similar to the patch around
𝑝 ∈ 𝐼 . In our implementation we used the FLANN library [86] for efficient approximate
nearest neighbor computation. It was used on two different descriptors: 3× 3 overlapping
patches of RGB, and deep features computed using the VGG net [108].

A score 𝑐𝜏 (𝑝) ideally reflects the confidence that 𝑁𝑟(𝑝) ∈ 𝑇 is the correct match of
𝑝 ∈ 𝜏 . (We use 𝑐𝜏 since the score of 𝑝 may be window dependent.) The score 𝑆(𝜏) of the
entire window is the sum of 𝑐𝜏 (𝑝) values over all 𝑝 ∈ 𝜏 :

𝑆(𝜏) =
∑︁
𝑝∈𝜏

𝑐𝜏 (𝑝). (3.1)

The challenge is therefore to define the confidence score 𝑐𝜏 (𝑝) for 𝑝 ∈ 𝜏 , such that
𝑆(𝜏) not only reflects the quality of the match between 𝜏 and 𝑇 but can also be computed
efficiently for all candidate windows 𝜏 ∈ 𝐼 .

3.3.1 Previous Scores
In [89] the confidence that 𝑝 ∈ 𝜏 found a correct match 𝑁𝑟(𝑝) ∈ 𝑇 is high if 𝑝 is also
the NN of 𝑁𝑟(𝑝) in 𝜏 (dubbed “best-buddies”). In [121] this confidence is defined by the
window-popularity of 𝑞 = 𝑁𝑟(𝑝) as a nearest neighbor of other pixels 𝑝′ ∈ 𝜏 . Formally,
the window-popularity of 𝑞 ∈ 𝑇 is defined by:

𝛼𝜏 (𝑞) = |{𝑝 | 𝑝 ∈ 𝜏 & 𝑁𝑟(𝑝) = 𝑞}|, (3.2)
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and the confidence score of a pixel 𝑝 ∈ 𝜏 is given by:

𝑐𝜏𝐷𝐼𝑆(𝑝) = 𝑒−𝛼𝜏 (𝑁𝑟(𝑝)). (3.3)

Thus, a pixel match is more reliable if its popularity is lower.
To improve robustness, the spatial configuration of the matched pixels is incorporated

into the score. The modified score, 𝑐𝜏𝐷𝐷𝐼𝑆(𝑝), reflects the alignment of 𝑝’s location in 𝜏
and 𝑞’s location in 𝑇 (𝑞 = 𝑁𝑟(𝑝)). Formally, the spatial location of 𝑝 ∈ 𝜏 is defined
by 𝑝𝜏 = 𝑝 − 𝑜𝜏 , where 𝑜𝜏 is the upper left pixel of 𝜏 in 𝐼 . The misalignment of 𝑝𝜏

and 𝑞 = 𝑁𝑟(𝑝) is defined in [121] using the 𝐿2 distance:

𝑎𝜏𝐿2
(𝑝) =

1

1 + ||𝑝𝜏 − 𝑞||2
. (3.4)

The confidence of a pixel 𝑝 is then given by

𝑐𝜏𝐷𝐷𝐼𝑆(𝑝) = 𝑎𝜏𝐿2
(𝑝)𝑐𝜏𝐷𝐼𝑆(𝑝). (3.5)

Efficiency: While the NNs are computed only once for each pixel in the image, the values
𝑎𝜏𝐿2

(𝑝) and 𝑐𝜏𝐷𝐼𝑆(𝑝) are window dependent. Thus, the computation of 𝑆𝐷𝐼𝑆(𝜏) and 𝑆𝐷𝐷𝐼𝑆(𝜏)
for each window 𝜏 requires 𝑂(|𝑇 |) operations. Computing the score independently for all
windows in 𝐼 requires 𝑂(|𝐼||𝑇 |) operations.

3.3.2 Image Based Unpopularity: The IWU Score
We focus on improving the efficiency of [121], while preserving its accuracy. We do
so by modifying the 𝑐𝜏𝐷𝐼𝑆 and 𝑐𝜏𝐷𝐷𝐼𝑆 to obtain new scores 𝑐𝐼𝑊𝑈 and 𝑐𝜏𝐷𝐼𝑊𝑈 . The window
score, computed using these scores, can be efficiently computed for all the windows in 𝐼
(Sec. 3.4).

The window-based popularity of 𝑞 ∈ 𝑇 (Eq. 3.2), is modified to an image-based pop-
ularity measure. That is, we consider the set of pixels from the entire image (rather than
only pixels in 𝜏 ) for which 𝑞 is their NN. The image-based popularity is given by:

𝛼(𝑞) = |{𝑝 | 𝑝 ∈ 𝐼 & 𝑁𝑟(𝑝) = 𝑞}|. (3.6)

If 𝛼(𝑁𝑟(𝑝)) is high, it is unlikely that the correspondence between 𝑝 and 𝑁𝑟(𝑝) is correct.
Thus, the confidence score of a pixel 𝑝 is defined by:

𝑐𝐼𝑊𝑈(𝑝) = 𝑒−𝛼(𝑁𝑟(𝑝)). (3.7)
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One can argue whether 𝛼(𝑞) or 𝛼𝜏 (𝑞) best defines the popularity that should be used for
the matching confidence. Our initial motivation was computational efficiency, as we de-
scribe below. However, experiments demonstrate that IWU is also slightly more accurate
than the DIS while much more efficient to compute (Sec. 3.5).

There is a subtle difference between IWU and DIS in their response to a template that
contains an object that is repeated many times in the image, e.g., windows. Since IWU
weights each patch in the context of the entire image, its score is lower than DIS’s, which
considers only the window context. We argue that it is theoretically beneficial to suppress
the score of repeated structures. In practice, however, this difference is rarely reflected in
the final output (see Fig. 1 in the supplemental material.)

Efficiency: The values 𝛼(𝑞) and 𝑐𝐼𝑊𝑈(𝑝) (Eq. 3.6 & 3.7) are independent of the window
𝜏 , and therefore computed only once for each pixel in 𝐼 . The results is the 𝐶𝐼𝑊𝑈 matrix.
To obtain the final score of a single window, we need to sum all its elements in 𝐶𝐼𝑊𝑈 .
Computing the scores for all the windows is done in two steps. For each row in the image
we compute the sum of 1D windows using the following rolling summation method. Given
the sum of a previous 1D window, one element is subtracted (i.e., the one that is not in the
current window) and one element is added (i.e., the one that is not in the previous window).
On the result of this step a 1D rolling summation is applied on the columns yielding the
final result. The complexity of both steps is 𝑂(|𝐼|).

3.3.3 Deformation: The DIWU Score
We follow [121] and improve the robustness of the 𝑐𝐼𝑊𝑈 by using a misalignment score.
For the sake of efficiency, we use the misalignment in the 𝑥 and the 𝑦 components sep-
arately, as in the 𝐿1 distance, instead of the 𝐿2 distance used in Eq. 3.3. Our alignment
scores for 𝑞 = 𝑁𝑟(𝑝) are defined by:

𝑎𝜏𝑥(𝑝) = 𝑒−|𝑞𝑥−𝑝𝜏𝑥|, 𝑎𝜏𝑦(𝑝) = 𝑒−|𝑞𝑦−𝑝𝜏𝑦 |. (3.8)

Let the confidence 𝑐𝜏𝐷(𝑝) be given by 𝑐𝜏𝐷(𝑝) = 𝑎𝜏𝑥(𝑝)+𝑎𝜏𝑦(𝑝). The outcome of this definition
is that the score 𝑆(𝜏) that uses 𝑐𝜏 (𝑝) = 𝑐𝜏𝐷(𝑝) can be separated into two scores, 𝑆𝑥

𝐷(𝜏) and
𝑆𝑦
𝐷(𝜏), as follows:

𝑆𝐷(𝜏) =
∑︀
𝑝𝜏∈𝜏

(𝑎𝜏𝑥(𝑝) + 𝑎𝜏𝑦(𝑝)) =
∑︀
𝑝𝜏∈𝜏

𝑎𝜏𝑥(𝑝) +
∑︀
𝑝𝜏∈𝜏

𝑎𝜏𝑦(𝑝) = 𝑆𝑥
𝐷(𝜏) + 𝑆𝑦

𝐷(𝜏). (3.9)

The spatial alignment score can be combined with the confidence IWU score (Sec. 3.3.2)
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to reflect both the popularity and the spatial configuration. Hence,

𝑐𝜏𝐷𝐼𝑊𝑈(𝑝) = 𝑎𝜏𝑥(𝑝)𝑐𝐼𝑊𝑈(𝑝) + 𝑎𝜏𝑦(𝑝)𝑐𝐼𝑊𝑈(𝑝) = 𝑐𝜏,𝑥𝐷𝐼𝑊𝑈(𝑝) + 𝑐𝜏,𝑦𝐷𝐼𝑊𝑈(𝑝). (3.10)

Here again the final score can be separated into the sum of two scores:

𝑆𝐷𝑈(𝜏) =
∑︁
𝑝𝜏∈𝜏

𝑐𝜏𝐷𝐼𝑊𝑈(𝑝) = 𝑆𝑥
𝐷𝑈(𝜏) + 𝑆𝑦

𝐷𝑈(𝜏). (3.11)

The DIWU score is similar to the DDIS score and a similar accuracy is obtained. We next
present an algorithm for computing the DIWU score efficiently.

3.4 Efficient Algorithm
In this section we propose our main technical contribution – an algorithm for efficient
computation of 𝑆𝐷𝑈(𝜏𝑖) for all candidate windows in 𝐼 . A naïve sliding window computa-
tion requires 𝑂(|𝐼||𝑇 |) operations, as for computing the DDIS score in [121]. We cannot
use a naïve rolling sum algorithm as in Sec. 3.3.2, since the confidence 𝑐𝜏𝐼𝑊𝑈(𝑝) is window
dependent. Our algorithm iteratively computes 𝑆𝐷𝑈(𝜏𝑖) for each 𝜏 in only 𝑂(|𝐼|). The NN
is computed once for each pixel in 𝐼 . In addition to 𝐶𝐼𝑊𝑈 , we store two 2D matrices of
size 𝑛×𝑚, 𝑄𝑥 and 𝑄𝑦. The matrices 𝑄𝑥 and 𝑄𝑦 consist of the coordinates of the NN. That
is, for 𝑞 = 𝑁𝑟(𝑝), 𝑄𝑥(𝑝) = 𝑞𝑥 and 𝑄𝑦(𝑝) = 𝑞𝑦. The 𝐶𝐼𝑊𝑈(𝑝) consists of the unpopularity
of 𝑞 = 𝑁𝑟(𝑝). For ease of exposition, we first consider the 1D case and then we extend it
to the 2D case.

3.4.1 1D Case
Let 𝑇 be a 1 × 𝑤 template and 𝐼 be a 1 × 𝑛 image. In this case a pixel 𝑝 and 𝑁𝑟(𝑗)
have a single index, 1 ≤ 𝑝 ≤ 𝑛 and 1 ≤ 𝑁𝑟(𝑗) ≤ 𝑤. The image windows are given by
{𝜏𝑖}𝑛−𝑤

𝑖=1 , where 𝜏𝑖 = (𝑖, . . . , 𝑖 + 𝑤 − 1). We first compute 𝑆𝑥
𝐷(𝜏𝑖) and then extend it to

𝑆𝑥
𝐷𝑈(𝜏𝑖), defined in Eq. 3.9 and Eq. 3.11. That is, we use 𝑐𝜏𝐷𝐼𝑊𝑈(𝑝) = 𝑎𝜏𝑥(𝑝) and then we

use 𝑐𝜏𝐷𝐼𝑊𝑈(𝑝) = 𝑎𝜏𝑥(𝑝)𝑐𝐼𝑊𝑈(𝑝).
Our goal is to iteratively compute 𝑆𝑥

𝐷(𝜏𝑖+1) given 𝑆𝑥
𝐷(𝜏𝑖), after initially computing

𝑆𝑥
𝐷(𝜏1). This should be done using a fixed small number of operations that are independent

of 𝑤.
The alignment score in the 1D case is given by 𝑎𝜏𝑖𝑥 (𝑗) = 𝑒−|𝛾𝑖(𝑗)|, where 𝛾𝑖(𝑗) =

𝑁𝑟(𝑗)− (𝑗 − 𝑖) is the displacement between 𝑗 and 𝑁𝑟(𝑗) with respect to 𝜏𝑖 (see Fig. 3-1).
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Figure 3-1: Illustration of 𝛾𝑖(𝑝) in the 1D case. 𝑇 and 𝐼 are the template and the image,
respectively. The lines between their pixels represents the NN. Two successive image
windows, 𝜏5 and 𝜏6, are marked on the image, and the 𝛾𝑖(𝑝) for each of their pixels are
presented on the right.

The score of 𝜏𝑖 is then given by:

𝑆(𝜏𝑖) =
∑︁
𝑗∈𝜏𝑖

𝑒−|𝛾𝑖(𝑗)| =
∑︁
𝑗∈𝜏𝑖

𝛾𝑖(𝑗)≥0

𝑒−|𝛾𝑖(𝑗)| +
∑︁
𝑗∈𝜏𝑖

𝛾𝑖(𝑗)<0

𝑒−|𝛾𝑖(𝑗)| = 𝐴+
𝑥 (𝜏𝑖) + 𝐴−

𝑥 (𝜏𝑖), (3.12)

where 𝐴+
𝑥 (𝜏𝑖) and 𝐴−

𝑥 (𝜏𝑖) are the sums of the alignments for non-negative and negative
values of 𝛾𝑖, respectively. It is therefore sufficient to show how to iteratively update 𝐴+

𝑥 (𝜏𝑖)
and 𝐴−

𝑥 (𝜏𝑖).
Let us first consider the alignment score of a pixel in the intersection of two successive

windows, 𝑗 ∈ 𝜏𝑖 ∩ 𝜏𝑖+1. The score depends on the considered window. Since the image
window 𝜏𝑖+1 is a one-pixel shift relative to 𝜏𝑖, it follows that 𝛾𝑖+1(𝑗) = 𝑁𝑟(𝑗)− (𝑗 − (𝑖+
1)) = 𝛾𝑖(𝑗) + 1. In particular it follows that:

𝑒−|𝛾𝑖+1(𝑗)| =

{︃
𝑒−1𝑒−|𝛾𝑖(𝑗)| 𝛾𝑖(𝑗) ≥ 0

𝑒 · 𝑒−|𝛾𝑖(𝑗)| 𝛾𝑖(𝑗) < 0
. (3.13)

We next present an iterative algorithm to update 𝐴+
𝑥 (𝜏𝑖+1) and 𝐴−

𝑥 (𝜏𝑖+1) efficiently
given 𝐴+

𝑥 (𝜏𝑖) and 𝐴−
𝑥 (𝜏𝑖). The following five steps are performed to obtain the updated

𝐴+
𝑥 (𝜏𝑖+1) and 𝐴−

𝑥 (𝜏𝑖+1).
1. Set 𝐴−

𝑥 (𝜏𝑖+1) = 𝐴−
𝑥 (𝜏𝑖) and 𝐴+

𝑥 (𝜏𝑖+1) = 𝐴+
𝑥 (𝜏𝑖).

2. The pixel 𝑖 is in 𝜏𝑖 but not in 𝜏𝑖+1. Moreover, we have 𝛾𝑖(𝑖) ≥ 0. Hence, 𝑒−|𝛾𝑖(𝑖)|

should be subtracted from 𝐴+
𝑥 (𝜏𝑖+1).

3. Let 𝑘 be the number of pixels such that 𝑗 ∈ 𝜏𝑖 ∩ 𝜏𝑖+1 and 𝛾𝑖(𝑗) = −1. Because of
the above mentioned shift (Eq. 3.13), the value of these pixels, 𝑘 · 𝑒−|−1|, should be
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subtracted from 𝐴−
𝑥 (𝜏𝑖+1) and added to 𝐴+

𝑥 (𝜏𝑖+1).
4. Due to the shift (Eq. 3.13), 𝐴+

𝑥 (𝜏𝑖+1) and 𝐴−
𝑥 (𝜏𝑖+1) are multiplied by 𝑒−1 and 𝑒,

respectively.
5. Finally, the pixel 𝑖 + 𝑤 is in 𝜏𝑖+1 but not in 𝜏𝑖. Moreover, 𝛾𝑖+1(𝑖 + 𝑤) ≤ 0. Hence

𝑒−|𝛾𝑖+1(𝑖+𝑤)| should be added to either 𝐴+
𝑥 (𝜏𝑖+1) or 𝐴−

𝑥 (𝜏𝑖+1) according to whether
𝛾𝑖+1(𝑖+ 𝑤) = 0 or < 0, respectively.

While all these steps can be performed in constant time, the computation of 𝑘, the number
of pixels in 𝜏𝑖 with displacement −1 (that is, 𝛾𝑖(𝑗) = −1), is somewhat tricky in this
regard.

To deal with this we use a histogram ℎ𝑖𝑠𝑡𝑖 with bin values −𝑤 + 1, . . . ,−1, where
ℎ𝑖𝑠𝑡𝑖(−𝑟) stores the number of pixels s.t. 𝑗 ∈ 𝜏𝑖 and 𝛾𝑖(𝑗) = −𝑟. Positive differences do
not have to be maintained in the histogram. The histogram can be iteratively updated by
ℎ𝑖𝑠𝑡𝑖+1(𝑟) = ℎ𝑖𝑠𝑡𝑖(𝑟 + 1) for −𝑤 + 1 < 𝑟 < −1. Hence, ℎ𝑖𝑠𝑡𝑖+1 can be computed by
a right-shift of ℎ𝑖𝑠𝑡𝑖 where the value of ℎ𝑖𝑠𝑡𝑖(−1) (defined as 𝑘 in (3) above) is removed
from the histogram. In practice, we store all ℎ𝑖𝑠𝑡𝑖 in a single 1 × (𝑤 − 1) circular-array
ℎ𝑖𝑠𝑡 and a single index 𝑏, where the index of the first element of ℎ𝑖𝑠𝑡𝑖 in ℎ𝑖𝑠𝑡 is given
by 𝑏(𝑖) = (𝑖 mod (𝑤 − 1)). Hence a right-shift corresponds to an increase of one for 𝑏.
Putting it all together we obtain:

𝐴+
𝑥 (𝜏𝑖+1) = (𝐴+

𝑥 (𝜏𝑖)− 𝑒−|𝛾𝑖(𝑖)|)𝑒−1 + ℎ𝑖𝑠𝑡𝑖(−1)𝑒0 + 𝜂𝑒−|𝛾𝑖+1(𝑖+𝑤)|

𝐴−
𝑥 (𝜏𝑖+1) = 𝐴−

𝑥 (𝜏𝑖)𝑒− ℎ𝑖𝑠𝑡𝑖(−1)𝑒0 + (1− 𝜂)𝑒−|𝛾𝑖+1(𝑖+𝑤)|,
(3.14)

where 𝜂 = 1 if 𝛾𝑖+1(𝑖 + 𝑤) = 0 and zero otherwise. Finally, the histogram ℎ𝑖𝑠𝑡𝑖 also has
to be updated:

ℎ𝑖𝑠𝑡𝑖(−1) = 0,
𝑏(𝑖+ 1) = ((𝑖+ 1) mod (𝑤 − 1)).

(3.15)

It is now clear that the number of steps required to iteratively update 𝑆𝑥
𝐷(𝜏𝑖+1) given

𝑆𝑥
𝐷(𝜏𝑖) is independent of |𝑇 |. The extension of this algorithm for computing 𝑆𝑥

𝐷𝑈(𝜏𝑖+1)
given 𝑆𝑥

𝐷𝑈(𝜏𝑖) is straightforward. It is done by adding and subtracting the value of 𝑐𝜏𝐷𝐼𝑊𝑈(𝑖) =
𝑒−|𝛾𝑖(𝑗)|𝑐𝐼𝑊𝑈(𝑗) into ℎ, 𝐴+

𝑥 , and 𝐴−
𝑥 instead of only the alignment score, 𝑒−|𝛾𝑖(𝑗)| (see

Alg. 1).
Implementation Details: Due to floating point inaccuracies, each iteration of 𝐴−

𝑥 and 𝐴+
𝑥

computation is slightly erroneous. In Eq. 3.14, the previous, slightly erroneous, values of
𝐴−

𝑥 and 𝐴+
𝑥 are used, and are multiplied by 𝑒 and 𝑒−1, respectively. The case for 𝐴+

𝑥 is
numerically stable since the error is iteratively reduced (𝑒−1 < 1). However, the case for
𝐴−

𝑥 is numerically unstable, and after tens of iterations the accuracy is reduced consider-

49



Algorithm 1 A procedure to compute 𝑆1𝐷𝑈

1: function COMPUTE1D(𝑄𝑥, 𝐶𝐼𝑊𝑈)
2: Initialize for 𝑖 = 1: ℎ𝑖𝑠𝑡, 𝑏← 1, 𝐴+

𝑥 , 𝐴
−
𝑥

3: for i:=2...(m-w) do
4: Define 𝛾𝑖(𝑗) := 𝑄𝑥(𝑗)− (𝑗 − 𝑖)
5: 𝐴+

𝑥 ← 𝐴+
𝑥 − 𝐶𝐼𝑊𝑈(𝑖)𝑒

−|𝛾𝑖(𝑖)|

6: 𝐴+
𝑥 ← 𝐴+

𝑥 𝑒
−1 + ℎ𝑖𝑠𝑡(−1)𝑒0

7: 𝐴−
𝑥 ← 𝐴−

𝑥 𝑒− ℎ𝑖𝑠𝑡(−1)𝑒0
8: ℎ𝑖𝑠𝑡(−1)← 0
9: 𝑏← ((𝑏+ 1) mod (𝑤 − 1))

10: if 𝛾𝑖+1(𝑖+ 𝑤) = 0 then
11: 𝐴+

𝑥 ← 𝐴+
𝑥 + 𝐶𝐼𝑊𝑈(𝑖+ 𝑤)𝑒−|𝛾𝑖+1(𝑖+𝑤)|

12: else
13: 𝐴−

𝑥 ← 𝐴−
𝑥 + 𝐶𝐼𝑊𝑈(𝑖+ 𝑤)𝑒−|𝛾𝑖+1(𝑖+𝑤)|

14: ℎ𝑖𝑠𝑡(𝛾(𝑖+ 𝑤))← ℎ𝑖𝑠𝑡(𝛾𝑖+1(𝑖+ 𝑤)) + 𝐶𝐼𝑊𝑈(𝑖+ 𝑤)
15: end if
16: 𝑆1𝐷𝑈(𝑖) = 𝐴+

𝑥 + 𝐴−
𝑥

17: end for
18: return 𝑆1𝐷𝑈

19: end function

ably. To remedy this, we compute 𝐴−
𝑥 as described above, but reversed, starting from 𝜏𝑛−𝑤

towards 𝜏1. This changes the term that multiplies 𝐴−
𝑥 from 𝑒 to 𝑒−1. All other details are

symmetrical and can be easily deduced. Most importantly the complexity does not change.

3.4.2 2D Case
Here we consider a 2D image and a 2D template. Since 𝑆𝐷𝑈 is computed separately for
the 𝑥 and 𝑦 component, we consider first the 𝑥 component, 𝑆𝑥

𝐷𝑈 .
The value of 𝑆𝑥

𝐷𝑈(𝜏) (see Eq. 3.11) is given by the sum of 𝑐𝜏,𝑥𝐷𝐼𝑊𝑈(𝑝) (defined Eq. 3.10)
for all the pixels in 𝜏 . We can compute this sum by first summing the 𝑐𝜏,𝑥𝐷𝐼𝑊𝑈(𝑝) of all
pixels in each row, and then computing the summation over all the rows. Formally, let
𝑆𝑥
1𝐷𝑈(𝜏𝑟=ℓ) be the sum of row ℓ of 𝜏 . Then

𝑆𝑥
𝐷𝑈(𝜏) =

𝑖+ℎ−1∑︀
ℓ=𝑖

𝑆𝑥
1𝐷𝑈(𝜏𝑟=ℓ). (3.16)

Our efficient 1D algorithm (Sec. 3.4.1) can be applied on each image row separately,
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where the template is 2D and we consider a single row of 𝜏 as a 1D window of 𝐼 . The
result of this algorithm is a matrix 𝑆𝑥

1𝐷𝑈 , where 𝑆𝑥
1𝐷𝑈(𝑖, 𝑗) consists of the sum of 𝑐𝐷𝐼𝑊𝑈(𝑝)

in row 𝑖 from 𝑗 up to 𝑗 + 𝑤 − 1. The following observations justify this computation:
1. The value 𝑎𝑥(𝑝

𝜏 ) is independent of 𝑞𝑦, the 𝑦 component of 𝑞 = 𝑁𝑟(𝑝).
2. The value 𝑎𝑥(𝑝

𝜏 ) is independent of 𝑜𝜏𝑦 , where 𝑜𝜏 is upper-left pixel of 𝜏 .
The final result 𝑆𝑥

𝐷𝑈(𝜏) for all windows in 𝐼 is obtained by summing all image window
rows, using a simple 1D rolling summation on this matrix (see Alg. 2). In the same manner
𝑆𝑦
𝐷𝑈(𝜏) can be computed, where the 1D case is first computed for each column.

We can now summarize the complexity of our algorithm for computing 𝑆𝐷𝑈(𝜏) for all
candidate 𝜏 in 𝐼 . Recall that the sizes of 𝐼 and 𝑇 are 𝑛×𝑚 and ℎ× 𝑤, respectively.

∙ The initialization of the 1D case for each row and each column is given by 𝑂(𝑛𝑤 +
𝑚ℎ) steps.

∙ Computing the 1D case for each row and each column takes 𝑂(2𝑛𝑚) steps.

∙ 1D rolling summation over the image, once on the columns and once on the rows,
takes 𝑂(2𝑛𝑚+ ℎ𝑛+ 𝑤ℎ) steps.

∙ Summing 𝑆𝐷𝑈(𝜏) = 𝑆𝑥
𝐷𝑈(𝜏) + 𝑆𝑦

𝐷𝑈(𝜏) and finding the max takes 𝑂(𝑛𝑚) steps.

Hence, the number of steps required for the computation is 𝑂(𝑛𝑚 + 𝑛ℎ + 𝑚𝑤) =
𝑂(𝑛𝑚), which is linear in |𝐼| and depends on 𝑇 only in the initialization step of each row
and column.

The algorithm naturally lends itself to parallel implementation. This is discussed in
the supplementary material.

3.5 Experiments
We implemented our algorithms in C++ using OpenCV [22] and tested them on an Intel
i7 7600U CPU with 16 GB of RAM. We compare IWU and DIWU to the DIS and DDIS
[121] since they are currently the state of the art. Following [89, 121] we used two types
of descriptors to calculate the NNs between 𝐼 and 𝑇 : 3 × 3 overlapping patches of RGB
and deep features computed using the VGG net [108].

Datasets: We tested IWU and DIWU on two challenging datasets. The first is BBS [89],
which was collected from an object tracking dataset introduced by [133] (Sec. 3.5.1).
This dataset was used by previous methods (including [121]) for evaluation. Since the
BBS dataset is composed of only small images (480 × 320 or smaller), we compiled an
additional dataset (TinyTLP) which is based on the shortened version of Track Long and
Prosper [85] (Sec. 3.5.2). This dataset has substantially larger images and templates.
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Algorithm 2 A procedure to compute 𝑆𝐷𝑈

1: function COMPUTE2D(𝑄𝑥, 𝑄𝑦, 𝐶𝐼𝑊𝑈 )
2: Comment ’:’ denotes an entire row or column
3: 𝑆𝑥

1𝐷𝑈 , 𝑆
𝑥
𝐷𝑈 , 𝑆

𝑦
1𝐷𝑈 , 𝑆

𝑦
𝐷𝑈 , 𝑆𝐷𝑈 ← 𝑧𝑒𝑟𝑜𝑠(𝑚,𝑛)

4: for j:=1...n do
5: 𝑆𝑥

1𝐷𝑈(:, 𝑗)← 𝐶𝑜𝑚𝑝𝑢𝑡𝑒1𝐷(𝑄𝑥(:, 𝑗), 𝐶𝐼𝑊𝑈(:, 𝑗))
6: end for
7: for i:=1...m do
8: 𝑆𝑦

1𝐷𝑈(𝑖, :)← 𝐶𝑜𝑚𝑝𝑢𝑡𝑒1𝐷(𝑄𝑦(𝑖, :), 𝐶𝐼𝑊𝑈(𝑖, :))
9: end for

10: 𝑆𝑥
𝐷𝑈 ← 𝑅𝑜𝑙𝑙𝑖𝑛𝑔𝑆𝑢𝑚1𝐷𝑥(𝑆𝑥

1𝐷𝑈 , ℎ)
11: 𝑆𝑦

𝐷𝑈 ← 𝑅𝑜𝑙𝑙𝑖𝑛𝑔𝑆𝑢𝑚1𝐷𝑦(𝑆𝑦
1𝐷𝑈 , 𝑤)

12: return 𝑆𝐷𝑈 ← 𝑆𝑥
𝐷𝑈 + 𝑆𝑦

𝐷𝑈

13: end function

Examples of the results of the four algorithms are shown in Fig. 3-3 and Fig. 3-4.
Qualitatively it can be seen that the heat maps for IWU and DIWU are less noisy than the
heat maps for DIS and DDIS, respectively.

Quantitative Evaluation: The basic accuracy measure used in our evaluation was the
Intersection over Union (IoU) between the estimated window, 𝜏𝑥, of algorithm 𝑥, and the
GT window, 𝜏𝐺𝑇 . It is given by

𝐼𝑜𝑈(𝜏𝑥, 𝜏𝐺𝑇 ) =
𝜏𝑥 ∩ 𝜏𝐺𝑇

𝜏𝑥 ∪ 𝜏𝐺𝑇

.

We use IoU to define two measures of accuracy on an entire dataset: (i) the Success Rate
(SR) is the ratio between the number of (𝐼, 𝑇 ) pairs with 𝐼𝑜𝑈 > 0.5, and the total number
of pairs; (ii) the mean IoU (MIoU) over the entire dataset. We measured the runtime of
the methods in seconds. The reported runtime excludes the approximate NN computation
(using FLANN [86]), which is the same for all methods and is reported separately.

We also evaluated the accuracy and the runtime of the algorithms as a function of the
size of 𝐼 . This was done by upscaling and downscaling 𝐼 and 𝑇 synthetically (Sec. 3.5.3).

3.5.1 BBS Dataset
The BBS dataset is composed of three sub-datasets, which we refer to as BBS25, BBS50
and BBS100, with 270, 270, 252 image-template pairs, respectively. The size of the im-
ages is 320 × 480 or 320 × 240 (relatively small!). The variable 𝑋 in BBSX indicates
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Method BBS25 BBS50 BBS100 Total Time
SR MIoU SR MIoU SR MIoU SR MIoU

DIS (C) 0.652 0.564 0.559 0.497 0.484 0.441 0.565 0.501 0.020
IWU (C) 0.711 0.571 0.593 0.501 0.567 0.479 0.624 0.517 0.009
DDIS (C) 0.767 0.649 0.7 0.594 0.623 0.539 0.697 0.594 1.030
DIWU (C) 0.804 0.663 0.693 0.581 0.627 0.531 0.708 0.592 0.024
DIS (D) 0.755 0.634 0.618 0.536 0.611 0.533 0.661 0.568 0.019
IWU (D) 0.748 0.610 0.622 0.532 0.615 0.531 0.662 0.558 0.008
DDIS (D) 0.833 0.682 0.696 0.592 0.643 0.558 0.724 0.610 0.99
DIWU (D) 0.815 0.664 0.674 0.57 0.675 0.584 0.721 0.606 0.022

Table 3.1: Results for the BBS datasets. (C) is for RGB features and (D) is for deep VGG
net features [108]. All SR and MIoU results are given as normalized percentages and the
runtime is given in seconds. The best results in each column are written in bold.

that 𝑇 and 𝐼 were taken from two images of the same tracking video with 𝑋 frames apart.
Generally, a larger 𝑋 indicates a harder dataset.

The results are presented in Tab. 3.1. The runtime in seconds of IWU (0.009) is 2.2
times faster than DIS (0.02). However, the significant improvement is obtained for the
DIWU (0.024) which runs 43 times faster than DDIS (1.030). Similar improvements are
obtained for the deep features. Note that these runtimes do not include the runtime of
the NN computation which is common to all algorithms. The NN computations takes
about 0.219 sec. for color features and 4.1 sec. (!) for the deep features (due to their high
dimensionality) on average.

As for the accuracy, as expected the results are improved when the deformation scores
are used (DDIS and DIWU v.s. DIS and IWU). In general, when comparing DIS to IWU
or DDIS to DIWU, the difference in the results is marginal. For some cases our algorithm
perform better and vice versa. It follows that the speedup was achieved without reduction
in accuracy.

3.5.2 TinyTLP Dataset
The TinyTLP dataset is composed of 50 shortened video clips with 600 frames each of size
1280×720. (The full version contains the same video clips with thousands of frames each.)
The dataset is very challenging with many non-rigid deformations, occlusions, drastic pose
changes, etc. To avoid redundant tests, we sample only 50 frames, 1, 11, . . . , 491, from
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Method (C) Method (D)
DIS IWU DDIS DIWU DIS IWU DDIS DIWU

SR 0.538 0.553 0.629 0.681 0.592 0.610 0.651 0.691
MIoU 0.459 0.466 0.527 0.555 0.503 0.519 0.562 0.590
Time 0.391 0.059 42.3 0.209 0.412 0.060 39.7 0.222

Table 3.2: Results for the TinyTLP dataset. All SR and MIoU results are given as normal-
ized percentages and the runtime is given in seconds. (C) is for RGB features and (D) is
for deep VGG net features [108]. The best results between each pair of competitors are in
bold.

(a) Accuracy (b) Runtime (c) Runtime (Zoom)

Figure 3-2: The accuracy and the runtime as a function of the resolution. The x-axis
corresponds to a relative scale factor (relative to an image of size 480 × 320). (a) the
y-axis corresponds to the accuracy of the algorithms (mean IoU). (b) & (c) the y-axis
corresponds to the runtime in seconds. (c) is a zoom-in on the lower part of (b).

which we take the template 𝑇 from, and the image 𝐼 is taken from 100 frames ahead,
i.e., if 𝑥 is the frame of 𝑇 , 𝑥 + 100 is the frame for 𝐼 . Altogether the dataset contains
50 · 50 = 2500 image-template pairs.

We present our results in Tab. 3.2. The runtime in seconds of IWU (0.059) is 6.6 times
faster than DIS (0.391). However, the significant improvement is obtained for the DIWU
(0.209) which runs 202 times faster than DDIS (42.3). Similar improvements are obtained
for the deep features. Note that these running times do not include the runtime of the NN
computation which is common to all algorithms. The NN computations for the color and
deep features takes about 1.37 and 30.56 (!) seconds, respectively.

As for the accuracy, the same behavior as in Sec. 3.5.1 is obtained where the defor-
mation score improves the results, and the difference of the DIS and IWU’s accuracy is
marginal. However, our DIWU algorithm not only significantly improves the speed of
DDIS, but also its accuracy.
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3.5.3 Accuracy & Runtime as a Function of the Resolution
Our theoretical analysis and the experiments discussed above show that the runtime im-
provements depend mainly on template size. Here we test the improvement in runtime as
a function of the image and template size. For each image in the BBS25 dataset we resized
𝐼 and 𝑇 with the same factors. The factors we considered are the in the range of [1/6, 2.5].
In addition, we tested whether the results are impaired when the images are downsampled
for obtaining faster running time.

The results for the accuracy analysis are presented in Fig. 3-2(a). The x-axis corre-
sponds to the resize factors defined above. It is evident for all algorithms that the accuracy
degrades quickly as 𝐼 and 𝑇 are downsampled. For example, when the image is 1/2 its
original size the accuracy is about 10% worse than for the original size. When the image
is 1/4 its original size the accuracy is about 20% worse. When 𝐼 and 𝑇 are upsampled the
accuracy remains similar to the original resolution.

The runtime analysis is presented in Fig. 3-2(b)&(c). As for the accuracy, the x-axis
corresponds to the resize factors. The runtime increases as 𝐼 and 𝑇 are upsampled. For
DDIS the increase in runtime as the resolution increases is very rapid (see the magenta
curve in Fig. 3-2(b)). For DIS, IWU and DIWU, the runtime increase is much slower
(Fig. 3-2(c)), where both IWU and DIWU’s increase more slowly than that of DIS. It
appears that the empirical increase in runtime for DIWU is quadratic as a function of the
scale, while the increase for DDIS is quartic, as expected.

3.6 Summary & Future Work
In this paper we presented an efficient template matching algorithm based on nearest
neighbors. The main contribution of this paper is the development of the efficient frame-
work for this task. In particular our new score and algorithm allows to reduce the 𝑂(|𝐼||𝑇 |)
of the state-of-the-art complexity to 𝑂(|𝐼|). The improvement in practice depends on the
image and template sizes. On the considered datasets, we improve the running time in a
factor of 43 up to 200. This rise in efficiency can make NN based template matching fea-
sible for real applications. Given the computed NN, the efficiency of our algorithm may
be used to run it several times with only small increase in the overall computation time.
For example it can be used to consider several different scales or orientations. However,
it is left for future research to determine the best result among the ones obtained from the
different runs.

Finally, our algorithm is based on a 1D method extended to 2D templates. It is straight-
forward to extend our algorithm to 𝑘-dimensional templates. Here, the 1D case should be
applied to each of the 𝑘 dimensions and the final score is the sum of all the dimensions.
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The complexity is still linear in the size of the data and is independent of the template size.
It is left to future work to explore this extension.
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Figure 3-3: Results from BBS (first two) and the TinyTLP (last two) datasets. The left im-
ages correspond to the image from which the template was taken (the green rectangle). The
middle images are the target. The green, blue, red, black and magenta rectangles corre-
spond to the GT, IWU, DIS, DIWU and DDIS, respectively. The right images correspond
to the heat maps, where the top left, top right, bottom left and bottom right correspond to
DIS, IWU, DDIS and DIWU, respectively.
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Figure 3-4: Results from the TinyTLP dataset. The left images correspond to the image
from which the template was taken (the green rectangle). The middle images are the
target. The green, blue, red, black and magenta rectangles correspond to the GT, IWU,
DIS, DIWU and DDIS, respectively. The right images correspond to the heat maps, where
the top left, top right, bottom left and bottom right correspond to DIS, IWU, DDIS and
DIWU, respectively.
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Chapter 4

Have a Look At What I See

Following is our paper [117] that was published in the ArXiV in 15’. Authors: Lior Talker,
Yael Moses and Ilan Shimshoni.

4.1 Introduction
Many events today are captured by an abundance of cameras that can be used offline
for analyzing or visualizing the scene. However, the performance of many applications
depends on overlapping views of the scene, which are not always available. In addition,
there is a potential new social interaction between smartphone users where people would
like to share online what they find as a region of interest. Here we propose the camera
guidance problem, where the goal is to direct the user to rotate his camera to capture an
image of a specific region of interest (ROI) in the scene. The ROI is given by a destination
image captured by another photographer from a different location.

The two images are considered to be of the same ROI if they significantly overlap,
i.e., they share pixels that correspond to the same scene points. To simplify this objective,
the image overlap is defined by obtaining the projection of the same scene point, 𝑃𝑇 ,
at the center of both the given destination image and the new image (see Figure 4-1).
Additional images of the scene are necessary to solve the problem when the initial and
destination images do not have overlapping FOVs. We consider settings where the images
are captured by other photographers, possibly close to the time at which the destination
image and the new image were captured. This is in contrast to tourist attractions where
thousands of images are available ahead of time for pre-processing. Hence, in our setting
a short preprocessing time is required.

We argue that structure-from-motion (SfM) methods [38,48,109,116,132] and image-
based panoramas [25,116], two seemingly natural candidates to solve the camera guidance
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Initial image Initial image First iteration Final image Destination image
+ interface + interface

Figure 4-1: The user is guided to rotate his camera and capture an image that overlaps the
destination.

problem, are not effective in the online scenarios we consider (see discussion in Section 4.3
and Section 4.6). The former is time-consuming, requires a large number of images, with
no guarantee that the parameters of the initial and the destination images will be recovered.
The latter is not applicable to general 3D scenes such as the ones we consider here.

Instead, we propose a solution which consists of a new rough representation of the
scene. The representation consists of the spatial orders of scene points with respect to
𝑥 and 𝑦 axes, computed by aggregating the spatial orders of their projections to the set
of images. The robustness of our Spatially Ordered Feature Aggregation (SOFA) repre-
sentation is obtained by using a rank aggregation method [43]. It allows us to overcome
inconsistencies in feature orders (e.g., due to feature matching errors).

The SOFA representation allows an efficient use of the epipolar point transfer (EPT)
technique [57]. The EPT is used to determine the location of a point in an image given its
location in a support set of images. In our case we use it to obtain the projection of 𝑃𝑇 to
the user’s initial image plane. The user can then be guided to rotate his camera to center the
point. The support set of images consists of images that overlap with the initial image, i.e.,
their epipolar geometry can be recovered using RANSAC [47, 57]. Moreover, each image
in the set contains the projection of 𝑃𝑇 . Since a support set of images does not necessarily
exist due to a large gap between the initial and destination images, the goal is achieved
through a sequence of intermediate points, and their corresponding support sets of images.
The SOFA representation allows an efficient choice of the sequence of intermediate points
and their support set of images. The points are chosen such that the intermediate rotation
of the camera is in a direction which is approximately towards the goal, 𝑃𝑇 .

The main contributions of the paper are (i) the novel SOFA scene representation that
allows the camera guidance problem to be solved efficiently while avoiding 3D scene
reconstruction; (ii) the novel yet practical tasks of sharing attention to regions of interest
for social purposes and adding images to SfM on demand to improve its results. The
camera guidance method may also be used as a component in additional applications as
described in Section 4.2.
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The rest of the paper is organized as follows. We first discuss applications that can
benefit from a solution to the camera guidance problem (Section 4.2). We then review pre-
vious work that is related to our proposed solution and alternative solutions that we choose
as baseline in our experiments (Section 4.3). Our method is then given in Section 4.4, fol-
lowed by some important implementation details in Section 4.5. Experiments to validate
our method are presented in Section 4.6, and then we conclude in Section 3.6.

4.2 Applications
A social application of our method is to share attention to interesting regions in the scene
with another user, without any verbal or physical communication. Guiding a person to
view an interesting region in the scene may be more rewarding than just sending an image,
𝐼𝑑, of that region; in particular, it allows the user to capture his own images of the ROI.
In this application, the set of support images, ℐ, may be captured close to the time the
application is first used. Drawing attention to predefined scene locations may also be
useful in a virtual tour guide. In this case, ℐ, as well as 𝐼𝑑, may be captured in advance.

Our method can also be used to improve the results of SfM by adding additional im-
ages. Additional images are required when SfM fails to recover a camera pose or its
internal parameters. Additional images are also required to improve the recovery of the
3D structure of a region. Methods such as [62, 79] provide online feedback to the photog-
rapher on the quality of the reconstruction. If the quality of the reconstruction does not
suffice, these methods can further suggest additional views, which can then be obtained
using our method.

Another novel application is when two people in the same scene would like to meet
but cannot infer where the other person is located. In this case, the overlapping views
computed by our method can be used as an input to a homing application (e.g., [12, 52]).
A classic homing task is to guide a robot to a location from which an input image was
captured. Since homing applications require overlap between the initial and destination
views, our method can be used to produce such views. In our case, the desired result for the
homing application is to guide one photographer to the location of the other photographer.

Finally, our method can be used as a first step toward goal-oriented collaboration be-
tween photographers. Nowadays, millions of images uploaded to the Web allow offline
analysis and visualization of the scene (e.g., “photo tourism” [112]). The set of available
images is defined by the independent decisions of each photographer (that is, when and
which images to capture). Another offline example is 3D exploration of a dynamic event
using a set of videos captured by uncorrelated cameras (Ballan 𝑒𝑡 𝑎𝑙. [10]). We propose
to consider a new setting where the collaboration between photographers may also be
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performed online. It can be used to solve a shared goal that requires an online decision
regarding which images should be captured. For example, a shared goal of a set of photog-
rapher may include tracking a specific person, capturing images of each of the children in
a school performance despite occlusions, or computing a high quality 3D reconstruction.
Our method for observing the same region of interest (ROI) is expected to be a necessary
component for such collaboration.

4.3 Related Work
The goal of SfM methods [38, 48, 109, 116, 132] is to simultaneously recover both a set
of 3D scene points (i.e., the structure) and the poses of the cameras (i.e., the motion).
A typical SfM pipeline consists of extracting keypoints from all images (e.g., SIFT fea-
tures [76]), computing putative matches between all image pairs, discarding outliers using
RANSAC [47], and finally, minimizing the reprojection errors between the computed 3D
structure and the camera matrices (i.e., bundle adjustment) [116]. Given the recovered
user’s camera parameters (e.g., translation, rotation) and the 3D location of the scene point
projected to the center of the destination image, computing the desired camera rotation is
straightforward [116]. However, computing SfM requires a large number of images, is
time consuming, and often fails to reconstruct some cameras.

Image-based panorama methods [25,116] aim to stitch images related by homography
transformations into a single image with a larger FOV. Given a set of correctly matched
keypoints between a pair of images, a homography transformation may be computed be-
tween them using RANSAC [47] if the pair is related by a pure rotation or the scene is
planar [116]. Using the homography, the pair of images is stitched together seamlessly
(utilizing additional color correction algorithms [116]). In the same way, an unlimited
number of images may be added to the panorama. Given a panorama that consists of the
initial and destination images (and possibly other images), the camera guidance problem
is reduced to a computation of the rotation between two points in the panoramic image,
i.e., the features at the center of the initial and destination images. However, building a
panorama is applicable only for planar scenes, or scenes that were captured by a purely
rotating camera, which is not assumed by our method.

To allow for geometric and spatial reasoning without direct 3D reconstruction, we use
the spatial orderings of the scene points, obtained by rank aggregation. Rank aggregation
is the problem of finding a full ranking that agrees with multiple (full or partial) rankings,
i.e., a consensus of rankings. It was traditionally studied in the context of social choice
and voting theory [135], but was used also for biological sequence alignment [21], web
page ranking [43], and to compute the temporal order in which images were captured
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using only geometric considerations [39, 40]. The common rank aggregation problem is
known to be NP hard [43]. In our method, we use the Markov chain approximation for
rank aggregation, which was proven to be quite effective if the power iteration method is
used [43].

The camera guidance problem seemingly resides in the field of “active vision” [32],
where the goal is to change the pose of controlled cameras, e.g., cameras mounted on
robots or PTZ cameras, to allow the optimization of some objective. For example, when
the objective is object tracking, fixation on objects over time is maintained through control
of the camera pose. A general approach for the simultaneous tracking of multiple moving
targets using a generic active stereo setup is studied by Barreto 𝑒𝑡 𝑎𝑙. [11]. As far as we
know, none of the methods in the active vision field considered a set of casually taken
photographs as in our scenario. Moreover, the environment is usually strictly controlled
in advance and then manipulated [20]. Generally, these methods are computationally ex-
pensive since a 3D reconstruction of the scene is usually given in advance, or exhaustively
calculated. Although our method is designed for human users, it is also applicable to PTZ
cameras or robots.

Recently there has been growing interest in leveraging the visual data obtained from
egocentric cameras (e.g., head-mounted GoPro cameras) and smartphones [16]. Arev
𝑒𝑡 𝑎𝑙. [6] propose a method to automatically fuse multiple videos of an event into a single
coherent video using cinematographic guidelines. The coherency is achieved by comput-
ing the center of attention in the input videos from the cameras’ gaze, recovered by SfM.
A method to correct quality degradations in videos captured by head-mounted devices is
suggested in [63]. By using the gaze information, they select only high quality frames
under the constraint that the center of interest in the event is observed in these frames.
Littwin 𝑒𝑡 𝑎𝑙. [75] propose a method to embed the silhouettes of texture-less objects on
a sphere around them in order to recover the pose of the capturing cameras. Bettadapura
𝑒𝑡 𝑎𝑙. [17] use standard image matching techniques and head orientation information from
a mounted camera to localize a person’s FOV inside previously captured visual imagery
of the scene. In contrast to these methods, our approach considers an online interaction
between multiple photographers present in the scene.

4.4 Method
The input to our method is a pair of images, an initial image 𝐼0 captured by camera 𝐶,
and a destination image 𝐼𝑑, captured by another camera. In addition, a set of images of
the scene, ℐ = {𝐼𝑗}𝑛𝑗=1, possibly captured at (roughly) the same time, is available. The
objective is to determine the rotation of 𝐶 such that a scene point 𝑃𝑇 projected to the center
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region of 𝐼𝑑 will also be projected to the center region of a new image, 𝐼𝑚, captured by
𝐶. To do so, it is sufficient to compute, 𝑝0𝑇 , the projection of 𝑃𝑇 to the image plane of 𝐼0
(not necessarily in the current FOV of 𝐶). A visual user interface is then used to guide
the photographer in rotating 𝐶 to capture 𝑃𝑇 in the center region of the new image (see
Section 4.4.4).

We propose an efficient method to compute 𝑝0𝑇 that avoids 3D reconstruction of the 𝑃𝑇

and the rest of the scene. The preprocessing time of our method is in the order of minutes
rather than hours as in SfM. We first consider the basic case where 𝐼𝑚 can be captured in a
single step (Section 4.4.1). When the gap between 𝐼0 and 𝐼𝑑 is large, intermediate images
have to be captured in order to reach 𝐼𝑚 (see Section 4.4.2). We present the novel scene
representation SOFA to determine these intermediate images efficiently (Section 4.4.3).
Finally, we describe the user interface for guiding the camera rotation (Section 4.4.4).

4.4.1 Basic Case: Single Step
The basic case is when a single step is required to compute 𝑝0𝑇 using a support set of
images, ℐ0𝑇 ⊆ ℐ. The support set of images satisfies the following:

i. The fundamental matrix can be robustly computed between each of the images 𝐼𝑗 ∈ ℐ0𝑇
and 𝐼0. That is, there are sufficient number of corresponding features that can be
matched in the overlap between the two images;

ii. The projection of 𝑃𝑇 to 𝐼𝑗 ∈ ℐ0𝑇 , denoted by 𝑝𝑗𝑇 , is detected in each of the images in ℐ0𝑇 .

Given 𝐼𝑗 ∈ ℐ0𝑇 , the epipolar line that corresponds to 𝑝𝑗𝑇 in image 𝐼0 is given by ℓ̃𝑗 = 𝐹0𝑗𝑝
𝑗
𝑇 ,

where �̃� denotes the homogenous coordinates of 𝑥 [57]. The epipolar point transfer (EPT)
[57] is used to compute 𝑝0𝑇 , that is, the intersection of a pair of epipolar lines, ℓ𝑗 and ℓ𝑘,
computed from 𝑖𝑗, 𝑖𝑘 ∈ ℐ0𝑇 . Note that 𝑝𝑗𝑇 is not necessarily within the FOV of 𝐼0. When
|ℐ0𝑇 | > 3, the intersection of all lines does not necessarily coincide. In this case, the
intersection point that corresponds to the largest number of epipolar lines is computed.
When a large set of epipolar lines is considered, RANSAC may be used to define the
intersection [47].

4.4.2 General Case: Multiple Steps
When the gap between 𝐼0 and 𝐼𝑑 is large, the set of support images, ℐ0𝑇 ⊆ ℐ, does not
necessarily exist; hence, the EPT cannot be used directly to compute 𝑝0𝑇 . Instead, 𝐶 is
guided through a sequence of intermediate rotations towards the destination. The interme-
diate rotations are defined by a sequence of scene points, ⟨𝑃1, . . . 𝑃𝑇 ⟩, such that when 𝐶 is
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rotated to view 𝑃𝑖 at its center region, the rotation is roughly toward the direction to view
𝑃𝑇 .

The general idea is that the relative spatial order (say, in the 𝑥 axis of the camera coor-
dinate system) of the two points, 𝑃𝐶 and 𝑃𝑇 , that project to the center regions of 𝐼0 and 𝐼𝑑,
respectively, determines whether to rotate the camera to the left or to the right. Similarly,
their order in the 𝑦 coordinate determines whether to rotate up or down. Therefore the 𝑥
and 𝑦 coordinates of the intermediate points 𝑃𝑖 should be between 𝑃𝑖−1 and 𝑃𝑇 (here 𝑃𝐶

can be regarded as 𝑃0). Moreover, we would like 𝑃𝑖 to be as closed to 𝑃𝑇 as possible, in
order to reduce the number of intermediate views.

For efficient computation of the sequence ⟨𝑃1, . . . , 𝑃𝑇 ⟩ and its corresponding sets of
support images, we propose the SOFA which is a new representation of the scene points
(see Section 4.4.3). The SOFA consists of two independent sequences, 𝑆𝑥 and 𝑆𝑦. The
sequence 𝑆𝑥 consists of all detected scene points sorted according to their 𝑥 coordinate
in some global coordinate system, and similarly 𝑆𝑦 is defined according to their 𝑦 coordi-
nates. The 3D scene points are not directly available; in particular, we would like to avoid
their computation. Instead, our method relies solely on the computed correspondences
between image features (see Section 4.4.3). Each set of corresponding features, 𝐵𝑖, is as-
sumed to be a projection of the same unknown 3D scene point, 𝑃𝑖. (Let us ignore for now
that this assumption is true only for a perfect correspondence.) In our implementation a
set of corresponding features, 𝐵𝑖, is a bin in a visual dictionary. (see Section 4.4.3). A
method for approximating the two orders, 𝑆𝑥 and 𝑆𝑦, of {𝐵𝑖}, is proposed in Section 4.4.3.

Sequence Construction

The SOFA representation is used to determine the rotation direction and the sets of sup-
port images. We next present our method for choosing the sequence, ⟨𝐵1 . . . 𝐵𝑇 ⟩, (which
corresponds to the unknown sequence ⟨𝑃1 . . . 𝑃𝑇 ⟩) using 𝑆𝑥 and then show how it can be
extended to use 𝑆𝑦 as well. A set of corresponding features 𝐵 ranked 𝑖-th in 𝑆𝑥 is given
by 𝑆𝑥(𝑖), and the rank of a set of corresponding features, 𝐵, is given by 𝜎𝑥(𝐵) (that is,
𝜎𝑥 = 𝑆−1

𝑥 ). Let 𝑝0𝑇 ∈ 𝐵𝑇 and 𝑝0𝑐 ∈ 𝐵𝑐 be image points in 𝐼𝑑 and 𝐼0, respectively. Let
𝜎𝑥(𝐵𝐶) = 𝛼 and 𝜎𝑥(𝐵𝑇 ) = 𝛾, and assume without loss of generality that 𝛼 < 𝛾. We use
the order of points in 𝑆𝑥 to choose a new point, 𝑝01 ∈ 𝑆𝑥(𝛽), to be centered in the next
image (𝑆𝑥(𝛽) = 𝐵1 which corresponds to 𝑃1). The new point is chosen such that

a. 𝛼 < 𝛽 ≤ 𝛾 (the rotation is towards 𝑃𝑇 ) and 𝛾 − 𝛽 is minimal (the number of interme-
diate images is as small as possible);

b. A supporting set of images for computing 𝑝01 exists (the EPT can be used).
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In a similar manner we further constrain 𝐵1 according to its rank in 𝑆𝑦. Denote here that
𝑆𝑦 = 𝜎−1

𝑦 . Let 𝜎𝑦(𝐵𝐶) = 𝛼′ and 𝜎𝑦(𝐵𝑇 ) = 𝛾′, and assume without loss of generality that
𝛼′ < 𝛾′.

A a set of corresponding features 𝐵 is a candidate to be selected as 𝐵1 if 𝜎𝑥(𝐵) ∈ [𝛼, 𝛾]
and 𝜎𝑦(𝐵) ∈ [𝛼′, 𝛾′]. For each such candidate, we define the distance between 𝐵 and 𝐵𝑇

to be 𝑑(𝐵,𝐵𝑇 ) = |�̂�𝑥(𝐵)− 𝛾|+ |�̂�𝑦(𝐵)− 𝛾′|. A list ℒ is obtained by sorting in increasing
order the set of candidates 𝐵’s according to their distance from 𝐵𝑇 , given by 𝑑(𝐵,𝐵𝑇 ).
We then traverse ℒ to find 𝐵1 for which a sufficiently large support set of images (defined
in 4.4.1) exists with respect to 𝐼1. This procedure is repeated until 𝐵𝑇 is centered in 𝐼𝑚.

Given an image, 𝐼 𝑖, SOFA is used to efficiently compute the support set of images with
respect to a given 𝐵𝑖. The support set is required for the EPT computation, hence it must
contain 𝑝 ∈ 𝐵𝑖 and has overlap with 𝐼 𝑖. Two intervals, 𝛿𝑥(𝐼𝑗) and 𝛿𝑦(𝐼𝑗), are defined for
an image 𝐼𝑗 by the rank of its features in 𝑆𝑥 and 𝑆𝑦, respectively. Hence, each image is
represented by the rectangle, 𝛿𝑥(𝐼𝑗) × 𝛿𝑦(𝐼𝑗), in the global order defined by 𝑆𝑥 and 𝑆𝑦.
The overlap between two images is defined by the overlap between their rectangles (see
Figure 4-2). To overcome ranking errors, the interval, 𝛿𝑥(𝐼𝑗), is computed using the medi-
ans of the first and the last deciles of the ranks of 𝐼𝑗’s features in 𝑆𝑥. Similarly, 𝛿𝑦(𝐼𝑗) is
defined using 𝑆𝑦.

4.4.3 SOFA Computation
Given the locations of the 3D scene points or their projections to 𝐼0 (not necessarily within
its FOV), computing 𝜎𝑥 and 𝜎𝑦 is trivial. However, we aim to avoid 3D reconstruction,
hence the only available information we assume to have for computing 𝜎𝑥 and 𝜎𝑦 is the
set 𝐵𝑖 for each scene point (the computed correspondences of its visible projections to a
subset of images). Consider the ideal case where (i) a perfect matching between image
features is available in all images; (ii) the order of corresponding points is preserved in all
images; and (iii) there exists sufficient overlap between images. In this case, the spatial
orders are identical in all images, and uniquely define the spatial orders of the correspond-
ing 3D scene points; 𝜎𝑥 and 𝜎𝑦 are obtained by simply combining the partial orders from
all images.

However, in practice there are matching errors and the order of corresponding points
is not preserved in all images; for example, due to large depth differences between disjoint
objects such as trees or poles. To overcome this problem, we define the spatial orders on
the 3D scene points, �̂�𝑥 and �̂�𝑦, that are as consistent as possible with respect to the spatial
orders of their visible projections to the set of images. Ranking the full order of the scene
points from a noisy set of partial rankings is cast as the well-known rank aggregation
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Figure 4-2: Intervals defined by the SOFA representation. The intervals of the left image
are defined by the ranks [17,356] and [118,969] in 𝜎𝑥 and 𝜎𝑦, respectively. The intervals of
the right image are [46,399] and [91,961] in 𝜎𝑥 and 𝜎𝑦, respectively. The overlap between
the two images is defined as the overlap of their intervals. That is, [46,356] and [118,961]
in 𝜎𝑥 and 𝜎𝑦, respectively.

problem. In our case, each image provides a ranking of the 3D scene points according
to the spatial locations of their projections to the image. We next describe an efficient
approximate solution for computing the matching between features (the 𝐵𝑖’s) in a large
set of images and an approximate solution to the rank aggregation problem.

Feature Matching via a Visual Dictionary

A straightforward method for computing the sets 𝐵𝑖’s is by a pairwise matching between
each pair of images, followed by, for example, a transitive closure (e.g., [76]). Such a
method is computationally expensive (at least 𝑂(|ℐ|2)). Instead, we use a clustering of
features from all images, i.e., a dictionary of visual words (e.g., [111]). Each word (or
cluster), 𝐵𝑖, represents the projection of the same scene point, 𝑃𝑖 ∈ 𝒫 . In our implemen-
tation we use SIFT features [76] that are clustered using hierarchical K-means [127]. The
basic motivation in using a clustering algorithm is that features that correspond to the same
3D scene points tend to have similar SIFT descriptors, thus are expected to belong to the
same cluster. Using a dictionary allows us to overcome the time complexity involved in
pairwise matching between pairs of images. Its robustness is sufficient for our method, as
demonstrated experimentally (see Section 4.6).
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Rank Aggregation

A partial ranking of the features of image 𝐼𝑖 with respect to a single axis (the 𝑥 or 𝑦 axes)
is denoted by 𝜎𝑖. To obtain a full ranking, 𝜎, from the set of partial rankings, we minimize
the Kendall distance (as in e.g., [43]). The Kendall distance measures the pairwise dis-
agreements between the full order and each of the partial orders computed in each image.
Formally, the Kendall distance, 𝐾(𝜎, 𝜎𝑖), between 𝜎 and 𝜎𝑖 of the sequence, 𝑆𝑖, is defined
by

𝐾(𝜎, 𝜎𝑖) =
∑︁
𝑙,𝑘∈𝑆𝑖

𝜎𝑖(𝑙)<𝜎𝑖(𝑘)

𝑏>(𝜎(𝑙), 𝜎(𝑘)),

where 𝑏>(𝑖, 𝑗) = 1 if 𝑖 > 𝑗 and 𝑏>(𝑖, 𝑗) = 0 otherwise.
The rank aggregation problem is formally defined by minimizing Since minimizing

this objective was proven to be NP-hard, we use the Markov chain approximation [40,43].
In our method we employ two rank aggregation instances for the 𝑥 and 𝑦 coordinates inde-
pendently. We next briefly describe the Markov chain approximation for rank aggregation
for the 𝑥 coordinate.

Let 𝐺 = (𝑉,𝐸,𝑤) be a weighted and directed graph. A node 𝑣𝑖 ∈ 𝑉 corresponds to
the bin 𝐵𝑖. The weight, 𝑤(𝑒), of a directed edge, 𝑒 = (𝑣𝑖, 𝑣𝑗) ∈ 𝐸, is defined using all
images for which both detected features that correspond to the bins, 𝐵𝑖 and 𝐵𝑗 , are in the
order, �̂�𝑥(𝐵𝑖) < �̂�𝑥(𝐵𝑗). The weight of 𝑒 is defined by the sum of spatial distances in the
𝑥 axis between the pair of features in all images in which they are both detected. That is,

𝑤(𝑒) =
∑︁
𝐼𝑘∈ℐ

𝑥(𝑝𝑘𝑗 )− 𝑥(𝑝𝑘𝑖 ),

where 𝑥(𝑝) is the 𝑥 coordinate of 𝑝 and 𝑥(𝑝𝑘𝑖 ) < 𝑥(𝑝𝑘𝑗 ). To resolve conflicts in the order
between 𝐵𝑖 and 𝐵𝑗 , e.g., due to matching errors, the directed edge, 𝑒𝑖𝑗 = (𝑣𝑖, 𝑣𝑗) or
𝑒𝑗𝑖 = (𝑣𝑗, 𝑣𝑖), with the smaller weight is discarded; that is, if 𝑤(𝑒𝑖𝑗) > 𝑤(𝑒𝑗𝑖) then we
keep 𝑒𝑖𝑗 .

The Markov chain approximation is defined by a graph of states and a transition matrix,
𝑀 , that corresponds to the probability of transition from one state to the other [43]. The
idea is that a sufficient number of steps in a random walk over the graph will end up in the
state that corresponds to the element to be ranked last. If this state is removed, the process
may be repeated until all elements are ranked.

In our method, the set of states is defined to be 𝑉 and 𝑀𝑖𝑗 = 𝑤(𝑒)/𝑛𝑖, where 𝑒 =
(𝑣𝑖, 𝑣𝑗) is normalized by 𝑛𝑖 so that the sum of each row in 𝑀 is exactly 1. Assuming a
uniform probability distribution over the |𝑉 | states, defined by a vector 𝑥, the probability
distribution after a random walk of 𝑘 steps is 𝑀𝑘𝑥. The random walk eventually converges
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Figure 4-3: The interface of our method displayed on a Samsung Galaxy S4.

(a) (b) (c) (d)

Figure 4-4: Frames from the live preview of the camera marked with 𝑝𝑖𝑇 and epipolar lines
that indicate to the user where to rotate the camera. In (a) and (b), 𝑝𝑖𝑇 is out of the FOV so
an arrow indicates its direction. In (c) and (d), 𝑝𝑖𝑇 is within the FOV and marked by a red
circle. In (d), 𝑝𝑖𝑇 is in the center region of 𝐼 𝑖+1. The images were taken from the urban2
dataset.

to the eigenvector 𝑦 = 𝑀𝑦. A good approximation of 𝑦 can be obtained by running a few
power iterations until a steady state is reached. The state with the highest probability from
𝑦 is removed and the process is repeated until the full spatial ordering, 𝜎𝑥, is obtained.

The expected limitation of using the dictionary for computing feature matching is false
positive matching, which may affect the rank aggregation results. To reduce the number
of false positives, we use a large dictionary (see Section 4.5). Another source of errors is
when the ordering constraint does not hold, e.g., due to large depth differences between
background features and features on objects located in front of the background such as
trees or poles. In practice, the average Kendall distance between the global rank and the
local rank in each image on the sets we considered in our experiments is small (∼5%).
Moreover, for the application at hand, our method is able to deal with these errors success-
fully, as we show in Section 4.6.
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4.4.4 Visual User Interface
We propose a user interface that is superimposed on top of the live preview of the users’s
camera (Figure 4-3). To direct the user where to rotate the camera in order to bring 𝑝,
the projection of 𝑃 , to the center of the frame, the location of 𝑝 is simply superimposed
on the frame when 𝑝 is within the FOV of the current frame. When 𝑝 is outside the FOV
of the current frame, the direction from the frame’s center to 𝑝 is marked using an arrow
(e.g., Figure 4-4(a-b))). Moreover, the epipolar lines are superimposed on the frame to
indicate the location of 𝑝 on the image plane – the intersection of the epipolar lines (e.g.,
Figure 4-4(c-d).

For the first frame, the location of 𝑝 as well as the pair of epipolar lines are com-
puted using the set of support images (Section 4.4.1). While the user rotates the camera,
the marked location of 𝑝 on the preview is updated. The user is asked to rotate his cam-
era, hence a homography transformation, 𝐻𝑖,𝑗 , relates points’ locations in two frames of
the camera, 𝑓𝑖 and 𝑓𝑗 . In particular, the updated location of 𝑝 in frame 𝑓𝑗 is given by
𝑝𝑗 = 𝐻0,𝑗𝑝, and the updated equation of an epipolar line ℓ̃ is given by ℓ̃𝑗 = 𝐻−𝑇

0,𝑗 ℓ̃. The
homography 𝐻𝑖,𝑗 can be computed using 4 or more corresponding points (see implemen-
tation details in Section 4.5).

Although our main motivation was to guide a human user, our method can also be used
to control a PTZ camera or a camera mounted on a robot. In this case the interface is much
simpler since the rotation can be directly conveyed using an axis and angle. Given the
internal calibration matrix, 𝐾, that corresponds to image 𝐼 , the rotation axis, �̂� and angle,
𝜃, for centering 𝑝 are given by [57]

𝜃 = arccos(𝑑(0)𝑇 · 𝑑(𝑝)),
�̂� = 𝑑(0)× 𝑑(𝑝),

where 𝑑(𝑝) = 𝐾−1𝑝𝑇/||𝐾−1𝑝𝑇 || is the normalized direction that corresponds to 𝑝, and 0
is the center of the image.

4.5 Implementation Details
Our method is run on a client-server configuration. The method without the interface
(Section 4.4.4) was implemented in Matlab and run on a laptop (Toshiba Portege Z830-
10D) as the server. The user images (𝐼𝑗) were captured by a smartphone (client) and
transferred via WiFi to the laptop (any other communication method between the server
and the smartphone can be used). The interface, which consists of overlaying information
on the live preview, was implemented for Android smartphones using OpenCV4Android
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#
images

Success
rate

# interme-
diate views

(inc. 𝐼𝑚)

Cam. guid.
time
(min)

Dic. time
(min)

SfM
time
(min)

urban1 173 100% 2.6 3.2 3.7 215.9
urban2 197 91.6% 2.42 1.7 3.8 289.2
urban3 235 83.3% 2 1.9 8.7 433.3
park1 90 91.6% 2.41 1.4 1.2 74.8
park2 141 91.6% 1.66 1.1 3.1 154.1
park3 206 91.6% 1.75 0.8 3.2 277.8

Table 4.1: Camera guidance method: quantitative results

[1] (see Figure 4-3). Given a set of matched features in two frames, RANSAC [47] is
used to recover the homography. We use the Fast Retina Keypoint (FREAK) [3], which
provides real-time performance for matching points to compute the homography. (FREAK
is faster than SIFT [76] and SURF [13] which were used in other parts of the algorithm.)
The depth of recursion in the hierarchical K-means was set to 𝑑 = 3. Each layer consists
of 𝐾 = 𝑑

√
𝑘 clusters, where 𝑘 = 𝑡𝑘𝑤 is the total number of clusters, 𝑡𝑘 is a clustering

parameter, and 𝑤 is the number of SIFT features in all the images. The performance of
rank aggregation degrades significantly when the number of clusters in the dictionary, 𝑘,
is “too small”, i.e., the feature matching precision is low. Since the recall of the feature
matching is not as important, we sacrifice it for high precision by setting 𝑡𝑘 high (typically
𝑡𝑘 = 0.9). In our experiments we restricted the number of supporting images, |ℐ0𝑇 |, to a
maximum of 4, which was shown to be sufficient for computing the intersection point.

The major difference in runtime between our method and SfM is in the feature match-
ing method. In contrast to SfM, where the time complexity of computing the feature
matches is quadratic in the number of images, in our method it is linear thanks to the dic-
tionary, obtained using K-means clustering (see Section 4.4.3). Another difference is in
the number of intermediate steps, where, in our method, depends on the gap between 𝑃𝐶

and 𝑃𝑇 . In SfM, the desired rotation can be computed directly. In the following section we
present runtime comparisons between our method and SfM, obtained from tests in several
different datasets.
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4.6 Experimental Results
To test our method, we assembled photos from six scenes: three scenes captured in an
urban environment, urban1, urban2 and urban3, and three in public parks, park1, park2
and park3, each contains over 100 images. The images were captured by three different
cameras (Samsung Galaxy S4, Samsung Galaxy Note, and Apple iPhone 4). The size of
all images is 1280× 720.

4.6.1 Experiment 1 (our datasets)
We tested our method on each of the datasets with 12 different pairs of 𝐼0 and 𝐼𝑑 (total of
72 runs). 𝐼𝑑 was chosen at random from the dataset, and 𝐼0 was taken in various locations
in the scene in an arbitrary pose. To challenge our method, we typically used 𝐼0 and 𝐼𝑑 that
do not overlap. Examples of typical tests are shown in Figure 4-1, Figure 4-5, Figure 4-6
and Figure 4-7. For ease of presentation, we choose examples for which the camera needs
to be rotated to the right. The images in the middle show the progression of our algorithm,
where in each iteration the captured image, 𝐼 𝑖, is “closer” to 𝐼𝑑. Moreover, the visual
user interface is superimposed on 𝐼0 and 𝐼1. Examples of the support sets are shown in
Figures 4-6 & 4-7 (bottom row). Additional examples (with other rotation directions) are
presented in the supplemental material.

The algorithm succeeds even when there is a large gap between 𝐼0 and 𝐼𝑑, which
requires the user to rotate the camera by up to 100∘. A run is declared a success if 𝑃𝑇 is
projected to the center region of 𝐼𝑚. Failure occurred in two scenarios. The first is when
the camera is rotated to capture a new image that has no overlapping images in ℐ. The
algorithm can detect and alert the user about this case, so the user can randomly choose a
new initial image. This type of failure occurred in 5/72 of the tests. The second is when
the final image 𝐼𝑚 does not contain the projection of 𝑃𝑇 in its center region. This type of
failure occurred in 1/72 of the tests.

Our method is robust when the assumptions made on the data do not hold, for example
when the spatial orders of features are not preserved in all images due to moving objects
(e.g., people in Figure 4-4), poles and trees (e.g., the tree in Figure 4-6), and feature match-
ing errors. In addition, the computed fundamental matrices between pairs of images were
sometimes inaccurate or missing. Note that when only a single image in the support set
is available, the user can still rotate the camera to the direction defined along the epipolar
line. This often results in an additional intermediate view. The method can also be applied
when the point 𝑃𝑇 is occluded. Note that a direct computation of matching would fail in
this case.

To quantify the results, the following measures are used: (i) success rate (success/total
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in percentage); (ii) mean number of intermediate views; (iii) time required for each run
given the dictionary; (iv) time required for dictionary construction. These results are sum-
marized in Table 4.1. The success rate of the algorithm is very high, and the average
number of intermediate views in our experiments is ∼2 (including 𝐼𝑚). That is, on aver-
age a single intermediate step is required although the original images did not overlap.

The overall running time of the algorithm consists of the offline SOFA computation
and the online camera guidance. The offline SOFA computation includes SIFT extraction
and rank aggregation computation. The online component includes epipolar geometry
estimation in the EPT stage, homography computation while the user rotates the camera,
as well as the reaction time of the user. It requires about two minutes to run, which is
reasonable as a proof of concept. We believe that this running time may be considerably
improved using an optimized configuration, resulting in a real-time application.

4.6.2 Experiment 2 (photo-tourism datasets)
We assume that ℐ is captured by photographers present at the scene close to the time at
which the method is first used. Hence, the method is required to be computationally effi-
cient in order to run online. However, the images are also captured under similar lighting
conditions, which results in an easier setting for feature matching. We tested the robust-
ness of our method with images taken at different times of the year, and uploaded to the
Web. We use two publicly available datasets, Notre Dame and Trevi fountain [113]. Since
most images in these datasets overlap, they were vertically cut in the middle to produce
more challenging, non-overlapping images. We tested the first step of our method on ran-
domly chosen pairs of 𝐼0 and 𝐼𝑑. (Additional steps require visiting these scenes.) The
points chosen by our method can be visually verified to define the correct direction of ro-
tation towards 𝑃𝑇 , thus providing strong evidence for robustness when using images from
the Web as input. Examples for the first iteration results are presented in Figure 4-8.

4.6.3 Comparison with SfM
SfM may be used to project 𝑃𝑇 to 𝐼0 (see Section 4.3). Then, our user interface may be
used to center the projection of 𝑃𝑇 in the new captured image. The expected limitation of
SFM for solving the guidance problem is its running time and its lack of robustness for a
small number of images.

To quantify the first claim, we compared the running time of our method with a state-
of-the-art SfM method [131, 132], which is parallelized using the GPU. Several hours
were required to run this SfM algorithm on our datasets (see Table 4.1). It can also be seen
that as the number of images grows, the running time of SfM grows quadratically. In all
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datasets, our method is between 50 to 85 times faster than SfM.
We also tested the robustness of SFM to the number of images in the datasets in re-

covering the cameras’ pose and parameters. To do so, various sizes of the set of additional
images, ℐ, were considered by randomly selecting subsets from the park3 dataset (see
Table 4.2).

The first measure used for quantifying the performance is the camera recovery ratio,
|𝐶 ′|/|𝐶|, between the number of successfully recovered cameras, 𝐶 ′, and the total number
of cameras, 𝐶 (middle column in Table 4.2). For each subset size (rows of Table 4.2),
five instances of random subsets were used, and the values in Table 4.2 are their average.
As the number of images grows, so does this ratio. Only above 120 images is it close
to 1; however, in this case, running SfM takes hours. In scenes that were not captured
beforehand, this duration is unacceptable.

The second measure for quantifying the performance is the success rate of the camera
guidance method as defined in Section 4.6.1. We present the result of five runs per each
subset of images (differ by their size). For each run the camera was guided using (i) our
full method, and (ii) by directly computing SfM (described in Section 4.4). The input to
both methods, 𝐼0 and 𝐼𝑑, varies from run to run. The results are comparable, with a slight
advantage for our method. Since SfM requires a large number of images to succeed in
solving the camera guidance problem, it demonstrates the necessity of a faster alternative
to SfM.

4.6.4 Comparison with Image Based Panoramas
We tested RANSAC for computing Homography transformation on pairs of images with
overlapping views from our datasets. In 8/10 no homography was found, while in 2/10 the
homography that was found corresponds to planar surfaces in the images. This demon-
strates the limitations of generating panoramas to solve the camera guidance problem.

4.6.5 Improving SfM by Adding Images
In this experiment we test the applicability of our method to improve the results of SfM
by adding views to unrecovered cameras (see Section 4.2). To do so, we used a small
number of images as input to SfM method and add images using our camera guidance
algorithm. The average number of cameras recovered in a subset of 40 images from the
dataset urban1 was 23.2/40 in five different runs. We run our method using these 40
images as the dataset, where we choose in each set one of the unrecovered cameras as 𝐼𝑑,
and 𝐼0 to be an arbitrary nonoverlapping view with 𝐼𝑑. We tested the recovered number of
cameras adding only the final image, 𝐼𝑓 , to the SfM computation. In 3/6 experiments, the
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# im SfM time (min) Camera recovery ratio Success
rate (SfM)

Success
rate (ours)

20 6.1 8 / 20 0/5 1/5
40 18.4 19.6 / 40 2/5 3/5
60 41.5 35.8 / 60 2/5 3/5
80 78.5 66.6 / 80 3/5 4/5

100 129.6 81.2 / 100 4/5 4/5
120 186.4 119.6 / 120 5/5 5/5

Table 4.2: SfM results and running time for dataset park3 as a function of number of
images in the dataset (see Section 4.6.3). Note that the camera recovery ratio indicates
the number of intial images that an SFM method will fail to solve the camera guidence
problem.

camera was recovered, while only in 1/6 experiments the camera was recovered when a
random image from the same scene was added to the set.

4.7 Conclusions and Future Work
We introduce the camera guidance problem, whereby we wish to guide a user to rotate
his camera and capture an image such that it has an overlapping FOV with a destination
image. The proposed SOFA scene representation together with basic epipolar geometry,
allows an efficient solution to the problem. The SOFA representation is fast to compute
compared to SfM methods. Hence our method is applicable when the set of support images
are captured close to the time used. The camera guidance method has new applications,
including social interaction between smartphone users and adding images of a scene on
demand to improve SfM results.

Our method has also been shown to tolerate small numbers of moving objects, poles
and trees, and situations in which the spatial orders of the feature points is not persevered
in all images. While the method has been shown to be effective, it is limited to a setting of
photographers on one side of the scene, e.g., a crowd in front of a stage. Extensions to a
setting with photographers located around the scene is left for future research.
Acknowledgment: This research was supported in part by the Israeli Ministry of Science,
grant no. 3-8700 and 3-8744, and the Israel Science Foundation, grant no. 930/12.
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𝐼0 𝐼0+ interface 𝐼1+ interface 𝐼𝑚 𝐼𝑑

Figure 4-5: Camera guidance examples. From top to bottom, the datasets are urban3,
urban1, urban2, park3 and park1. From left to right, the columns correspond to the initial,
intermediate, final and the destination images. Note that the green lines correspond to
inlier epipolar lines, while the red lines correspond to outliers (see Section 4.4.1).
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𝐼0 𝐼0+ interface 𝐼1+ interface 𝐼𝑚 𝐼𝑑

(a) (b) (c) (d) (e)

Figure 4-6: Camera guidance examples with the sets of support images from the dataset
park3. The first row corresponds to intermediate and destination images; In the second
row (a)-(c) are the support set of 𝐼0, and (d)&(e) are the support set of 𝐼1.

𝐼0 𝐼0 + interface 𝐼1 + interface 𝐼𝑚 𝐼𝑑

(a) (b) (c) (d) (e)

Figure 4-7: Camera guidance examples with the sets of support images from the dataset
park3. The first row corresponds to intermediate and destination images; In the second
row (a)-(c) are the support set of 𝐼0, and (d)&(e) are the support set of 𝐼1.
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𝐼𝑑 𝐼0 𝐼1 ∈ ℐ0𝑇 𝐼2 ∈ ℐ0𝑇

𝐼𝑑 𝐼0 𝐼1 ∈ ℐ0𝑇 𝐼2 ∈ ℐ0𝑇

Figure 4-8: Examples from publicly available datasets [113]. From left to right: the desti-
nation, initial and two support images. Since our method is online only the first iteration
could be computed. The first step indicates that the rotation is to the right direction.
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Chapter 5

Conclusions and Future Work

In this dissertation we presented our research on the computational efficiency aspect of
image feature matching. Two main approaches were used in our works to improve the
computational efficiency of image-matching algorithms. The first is to exploit a special
structure in the problem, which may save redundant computations, as demonstrated in
our template matching paper [119]. The second is to relax tight constraints, which often
allows more efficient computations, with a tradeoff in accuracy, as demonstrated by the
three papers that exploit the feature spatial order idea [117, 118, 120].

In these papers [117, 118, 120] we showed that feature order is useful in a number of
applications: (i) a novel halting condition for RANSAC, (ii) efficient detection of scene
overlap in pairs of images for SfM, (iii) probability estimation of match correctness, and
(iv) an algorithm to guide a user to rotate a camera such that a target ROI is observed. In
applications (i) and (ii) we used an estimate of the number of correct matches, which is
obtained only by analyzing the feature order, without the actual computation of the correct
matches. In application (iii) we obtained a probability that a match is correct by analyzing
the number of order inversions that corresponds to a match. In application (iv) we used
the feature orders in two axes as a 2D map used to find scene points which may be tracked
in order to guide the user in the right direction to the ROI.

Representing the image geometry using feature order is appealing in its simplicity and
computational efficiency. While there are no theoretical guarantees for the correlation be-
tween match correctness and feature spatial order, a statistical formulation is rigorously
formulated in our work. We believe that the core idea to represent image geometry using
feature order is powerful and may be further exploited in future research. For example,
although order inversion between correct matches is treated as a nuisance in our work, it
contains some useful information about the relative transformation between the cameras.
This observation may provide useful constraints for two problems: (i) determining the
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relative pose between a pair of images, and (ii) determining the pose of a camera with
respect to a point cloud [78, 142]. In addition, it might be interesting to formalize the no-
tion of feature spatial order as a loss function for Convolutional Neural Networks (CNN).
Specifically, in order that the Kendall distance be used as a loss function, it probably has
to be formalized as a continuous and differentiable function. Since the spatial order was
empirically proven to encode valuable geometric information, it might be found beneficial
for learning geometric concepts.

In [119] we focus on improving the efficiency of the state of the art method for template
matching. We propose a more efficient method in which the runtime is two order of mag-
nitude shorter without losing accuracy. In our method the template matching algorithm is
re-formalized in such a way that: (i) the unpopularity scoring component becomes window
independent, making it very fast to compute, and (ii) the deformation scoring component,
which is window dependent, is efficiently computed by exploiting its special structure to
reuse computations. The deformation score in our method, in contrast to the unpopular-
ity score, is sensitive to rotations in the image plane. Also, the method does not support
different scales. Both are left for future research. We also showed an analysis of paral-
lel implementation of our template matching algorithm. It would be interesting to see if
such an implementation may be significantly faster in practice. In object detection algo-
rithms which are based on CNNs, e.g., [100], our algorithm may be used to detect where
it was missed, where the template will be taken from the frames where the object was
successfully detected.

We also proposed the camera guidance problem [117] to direct a user to rotate his/her
camera such that a predefined ROI can be captured. Instead of using a time consuming
solution, e.g., SfM, we propose a solution that is based on our novel rough representation
of the scene using the spatial orders of scene and feature points. The representation is
computed by aggregating the spatial orders of the projections of the scene points, which
is given by the feature matches, to the set of images. Our method has a clear limitation
on the setup of the scene and the users. It requires that the scene can be represented as
a 2D map of feature orders, which prohibits its use in a 360 degrees environments, e.g.,
stadiums. Also, our method was designed and tested in a limited context. Such methods for
collaboration between users may prove to be essential for applications such as Augmented
Reality (AR).

Obviously much more work has to be done on computational efficiency in feature
matching. In particular, the appearance based feature putative matching (step ii) in the
feature matching pipeline is especially challenging. The difficulty is the lack of good
tradeoff between pairwise matching, which is accurate but slow, and vocabulary based
matching, which is fast but inaccurate. For example, one approach could be to utilize the
efficiency of visual vocabularies to find approximate NN and use it to approximate the
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Lowe matching ratio. We hope that our methods will be found useful by the community
and will open new research directions.
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Appendix A - Estimating The Number of Correct Matches
Using Only Feature Order

Computation of
∑︀

𝑖∈𝐺 𝑖2

We prove here that
∑︀

𝑖∈𝐺 𝑖2 ≈ 1
3
𝑁𝐺𝑁

2. Recall that under assumption A3, the indices 𝑖 ∈
𝐺 are given by the arithmetic sequence, 𝑖 = 𝑘𝑑, for 𝑘 ∈ {1, . . . , 𝑁𝐺}, where 𝑑 ≈

⌊︁
𝑁
𝑁𝐺

⌋︁
.

Thus, we can write ∑︁
𝑖∈𝐺

𝑖2 =

𝑁𝐺∑︁
𝑘=1

(𝑘𝑑)2 = 𝑑2
𝑁𝐺∑︁
𝑘=1

𝑘2.

It is well known that
∑︀𝑛

𝑘=1 𝑘
2 = 𝑛(𝑛+1)(2𝑛+1)

6
; therefore,∑︀

𝑖∈𝐺 𝑖2 = 𝑑2
∑︀𝑁𝐺

𝑘=1 𝑘
2

≈ 𝑁2

𝑁2
𝐺

𝑁𝐺(𝑁𝐺+1)(2𝑁𝐺+1)
6

≈ 1
3
𝑁𝐺𝑁

2,

since 𝑁𝐺 ≈ 𝑁𝐺 + 1 and 2𝑁𝐺 ≈ 2𝑁𝐺 + 1.

Proof for 𝐸(�̂�𝐵) = 1/2

Proposition 1. Assuming A2, 𝐸(�̂�𝐵) = 1/2.

Proof. Let 𝐶 = 𝐶𝑁𝐵
2 be the number of incorrectly matched pairs. From Eq. 1, Eq. 4 &

Eq. 5, and the linearity of the expectation, we get

𝐸(�̂�𝐵) = 𝐸[𝐾𝐵

𝐶
]

= 𝐸[ 1
𝐶

∑︀
𝑖∈𝑁𝐵

∑︀
𝑖<𝑗∈𝑁𝐵

𝜂𝜎(𝑖, 𝑗)]

= 1
𝐶

∑︀
𝑖∈𝑁𝐵

∑︀
𝑖<𝑗∈𝑁𝐵

𝐸[𝜂𝜎(𝑖, 𝑗)].

Using the definition of 𝜂𝜎, the expectation, 𝐸[𝜂𝜎(𝑖, 𝑗)], is given by

𝐸[𝜂𝜎(𝑖, 𝑗)] = 1 · 𝑃 [𝜎(𝑗) < 𝜎(𝑖)] + 0 · 𝑃 [𝜎(𝑗) > 𝜎(𝑖)]

= 𝑃 [𝜎(𝑗) < 𝜎(𝑖)].
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Since we assume that the spatial order of incorrect matches is random (assumption A2)
for 𝑖, 𝑗 ∈ 𝐵, it follows that 𝑃 [𝜎(𝑗) < 𝜎(𝑖)] = 𝑃 [𝜎(𝑗) > 𝜎(𝑖)]. (Otherwise it implies that
there is a prior for the order of 𝜎(𝑖) or 𝜎(𝑗), and consequently either 𝜎(𝑖) or 𝜎(𝑗) are not
random.) Since 𝑃 [𝜎(𝑗) < 𝜎(𝑖)] = 1 − 𝑃 [𝜎(𝑗) > 𝜎(𝑖)], it follows that 𝑃 [𝜎(𝑗) < 𝜎(𝑖)] =
1/2. Putting it all together, we obtain

𝐸(�̂�𝐵) = 1
𝐶

∑︀
𝑖∈𝑁𝐵

∑︀
𝑖<𝑗∈𝑁𝐵

𝐸[𝜂𝜎(𝑖, 𝑗)]

= 1
𝐶

∑︀
𝑖∈𝑁𝐵

∑︀
𝑖<𝑗∈𝑁𝐵

1
2
= 1

2
𝐶
𝐶
= 1

2
.

Proof for max
𝜔

𝑁𝐺(𝜔) = 𝑁𝐺(𝜔
*) (Claim 2)

We first state our main assumption:

A4: The estimated 𝑁𝐺 from Eq. 10 is the true number of correct matches in the case where
𝜔 defines fully overlapped subsequences (and only in this case).

Proposition 2. Assuming A4, max
𝜔

𝑁𝐺(𝜔) = 𝑁𝐺(𝜔
*).

Proof. We first consider the case where 𝜔* = (𝑗1
𝐿, 𝑗

1
𝐻, 1, 𝑁). In this case, we also set

𝜔 = (𝑖1𝐿, 𝑖
1
𝐻, 1, 𝑁). For simplicity we write 𝜔*

1 = (𝑗1
𝐿, 𝑗

1
𝐻) and 𝜔1 = (𝑖1𝐿, 𝑖

1
𝐻). Let us

consider three sub-cases: (i) 𝜔1 is fully contained in 𝜔*
1 , i.e., 𝑗1

𝐿 ≤ 𝑖1𝐿 and 𝑗1
𝐻 ≥ 𝑖1𝐻 .

(ii) 𝜔*
1 ∩ 𝜔 = ∅, that is 𝜔*

1 and 𝜔1 do not overlap. (iii) 𝜔1 “intersects” 𝜔*
1 , but neither is

contained in the other, i.e., w.l.o.g. 𝑗1
𝐿 ≤ 𝑖1𝐿 and 𝑗1

𝐻 ≤ 𝑖1𝐻 .
Let 𝑁*

𝐺 = 𝑁𝐺(𝜔
*) be the true number of correct matches and 𝑁𝐺 = 𝑁𝐺(𝜔) be the

estimated number of correct matches in the subsequences defined by 𝜔. Let us consider
sub-case (i). Since 𝜔1 is contained in 𝜔*

1 , the subsequences defined by 𝜔 are fully over-
lapped; therefore, using Assumption A4, 𝑁𝐺 is the true number of correct matches in the
fully overlapped subsequences defined by 𝜔. In this case, it is given that 𝑁𝐺 ≤ 𝑁*

𝐺, since
the fully overlapped subsequences defined by 𝜔 contain no more correct matches than 𝜔*,
by the definition of 𝜔.

Let us consider sub-case (ii). Using Assumption A4, 𝑁𝐺 is the true number of correct
matches in the fully overlapped subsequences defined by 𝜔. Since there are no inliers in
the region, we obtain 0 = 𝑁𝐺 < 𝑁*

𝐺

Let us finally consider the last sub-case (iii). Let 𝑁 ′
𝐺 be the true number of correct

matches in the subsequences defined by 𝜔. Consider the expected number of inversions
for the incorrect matches in the margins outside 𝜔*

1 , i.e., [𝑖1𝐿, 𝑗
1
𝐿] and [𝑗1

𝐻, 𝑖
1
𝐻]. The term 𝐾𝐵
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remains the same, since it depends only on 𝑁𝐵 and not on the distribution of 𝑖 ∈ 𝐺 and
𝑖 ∈ 𝐵. In contrast, 𝐸(�̂�𝐺𝐵) = 1/3 (claim 1) does not hold for these incorrect matches.
Instead, it can be shown that it is given that 𝐸(�̂�𝐺𝐵) = 1/2 for these incorrect matches. If
we take this new term into account in Eq. 10, we get an estimation of 𝑁𝐺 as a function of
�̂�𝑁 and the number of matches outside 𝜔*

1 , 𝑁𝑀 , as an additional variable:

0 = −1
6
𝑁2

𝐺 + (1
2
− 1

3
𝑁 + 1

3
𝑁𝑀)𝑁𝐺+

+𝑁(𝑁 − 1)(1
2
− �̂�𝑁).

(5.1)

From this equation it is clear that increasing 𝑁𝑀 increases 𝑁𝐺 (for one of the solutions of
the equation); therefore, if we set 𝑁𝑀 to its true value, i.e., 𝑁𝑀 = |𝑖1𝐿− 𝑗1

𝐿|+ |𝑗1
𝐻 − 𝑖1𝐻|, we

get a higher value for 𝑁𝐺 than in the case where 𝑁𝑀 = 0 (the case for 𝜔), and consequently
𝑁𝐺 ≤ 𝑁*

𝐺.
Finally, the general case where 𝜔* = (𝑗1

𝐿, 𝑗
1
𝐻, 𝑘

1
𝐿, 𝑘

1
𝐻) is similar and follows the same

reasoning. To see that, consider that if 𝑘1
𝐿 > 1 or 𝑘1

𝐻 < 𝑁 , the same reasoning from
sub-case (ii), where 𝐸(�̂�𝐺𝐵) = 1/2, can be applied to the incorrect matches in [1, 𝑘1

𝐿] or
[𝑘1

𝐻, 𝑁 ].

Time Complexity Analysis
Consider 𝑞 intervals of size 𝑚 = 𝑛

𝑞
, {𝑎𝑖} for 1 ≤ 𝑖 ≤ 𝑞 of 𝐼1 image, and {𝑏𝑖} for

1 ≤ 𝑖 ≤ 𝑞 of 𝐼2 image. We are interested in computing the Kendall distance between all
sets of contiguous intervals in 𝐼1 to all sets of contiguous intervals in 𝐼2. Note that in each
image we have (𝑞 + 1) 𝑞

2
such intervals, each of a different size.

We next show the complexity of computing the Cartesian product of all intervals in 𝐼1
with all intervals in 𝐼2. Let us first consider the complete interval of size 𝑛 in 𝐼2 which will
be denoted as 𝑏.

Computing the Kendall distance between each 𝑎𝑖 and 𝑏 using merge sort is 𝑂(𝑚 log𝑚)
steps, and for all the 𝑞 intervals is 𝑂(𝑛 log 𝑛

𝑞
). Given the Kendall distance of two intervals

with respect to 𝑏, the Kendall distance of the union of these two intervals with respect to
𝑏 can be computed using merge sort in 𝑂(ℓ1 + ℓ2), where ℓ1 and ℓ2 are the lengths of the
two intervals respectively. Thus, the complexity of merge sort is 𝑂(ℓ1,2), where ℓ1,2 is the
length of the merged interval. Since we are interested in all sets of contiguous intervals in
𝐼1, the number of steps is given by the sum of the lengths of all the intervals.

We have one set of size 𝑞𝑚, two sets of size (𝑞− 1)𝑚, three sets of size (𝑞− 2)𝑚, etc.
That is, we have 𝑖 sets of size (𝑞 − 𝑖+ 1)𝑚. That is, the number of steps requires is given
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(a) (b) (c) (d)

Figure 5-1: Analysis of 𝑁𝐺 as a function of the rotation around the z-axis of the image. (a)
𝑁𝐺 as a function of the “roll” (in degrees); (b) the first image, 𝐼1; (c) the image, 𝐼1, rotated
using the “roll” angle with the maximal 𝑁𝐺 value; (d) the second image, 𝐼2. The relative
roll rotation between 𝐼1 and 𝐼2 is around -90 degrees.

by
Σ𝑞−1

𝑖=1 𝑖 · (𝑞 − 𝑖+ 1)𝑚 = 𝑚
(︀
(𝑞 + 1)Σ𝑞−1

𝑖=1 𝑖−𝑚Σ𝑞−1
𝑖=1 𝑖

2
)︀

= 𝑚
(︁

𝑞
2
(𝑞 − 1)(𝑞 + 1)

− (𝑞−1)3

3
− (𝑞−1)2

2
− (𝑞−1)

6

)︁
= 𝑚( 𝑞

3

6
+ 𝑞2

2
− 2𝑞

3
)

= 𝑛( 𝑞
2

6
+ 𝑞

2
− 2

3
)

= 𝑛𝛽𝑞,

(5.2)

where 𝛽𝑞 =
𝑞2

6
+ 𝑞

2
− 2

3
is the factor (independent of 𝑛) that when multiplied by 𝑛 yields the

sum of the lengths of all the intervals. For 𝑞 = 10 which we used in our implementation
𝛽𝑞 = 21.

This computation is done using the following identity.

Σ𝑞
𝑖=1𝑖

2 = 𝑞3/3 + 𝑞2/2 + 𝑞/6.

In order to compute the full complexity of the algorithm we have to apply this analysis
for all the intervals in 𝐼2. First the elements not belonging to the interval in 𝐼2 have to
be removed and the resulting elements have to be divided into 𝑞 equal intervals. This is
done in 𝑂(𝑛) for each interval of 𝐼2. Since there are (𝑞+1)𝑞

2
such intervals the complexity

is therefore 𝑂(𝑛 (𝑞+1)𝑞
2

). If the size of the interval is ℓ then the complexity for computing
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the Kendall distances for the 𝑞 basic intervals in 𝐼1 is

𝑂(𝑙 log(
𝑙

𝑞
)) ≤ 𝑂(𝑙 log(

𝑛

𝑞
)).

Since the sum of the lengths of all the intervals in 𝐼2 is 𝛽𝑞𝑛 the complexity of the sum of
these initial steps is

𝑂(𝛽𝑞𝑛 log
𝑛

𝑞
)

In the next step the Kendall distance has to be computed for all the intervals in 𝐼1. The
complexity of this step is:

𝐶(ℓ) = 𝛽𝑞ℓ.

Thus, the total merge sort complexity 𝐶𝑡𝑜𝑡𝑎𝑙 is:

𝐶𝑡𝑜𝑡𝑎𝑙 = Σ𝑞−1
𝑖=1 𝑖 · 𝐶((𝑞 − 𝑖+ 1)𝑚)

= (Σ𝑞−1
𝑖=1 𝑖 · (𝑞 − 𝑖+ 1)𝑚)𝛽𝑞

= 𝑛𝛽2
𝑞

To this value we add 𝑂(𝑛 (𝑞+1)𝑞
2

) for initialization and 𝑂(𝛽𝑞𝑛 log 𝑛
𝑞
) for computing the

Kendall distance for the 𝑞 basic intervals. Thus, the complexity of the 𝐾2 algorithm is:

𝐶𝐾2 = 𝑂(𝑛 (𝑞+1)𝑞
2

+ 𝛽𝑞𝑛 log 𝑛
𝑞
+ 𝛽2

𝑞𝑛).

For 𝐾2 the constants are∼ 21 and∼ 496 for 𝑛 log 𝑛
𝑞

and 𝑛, respectively, in our implemen-
tation.

The 𝐾1 algorithm involves only computing the merge sort for two intervals 𝑏 and the
optimal interval found for 𝐼1 whose length will be denoted ℓ𝑎. The result is therefore

𝐶𝐾1 = 𝑂(𝑛+ 𝑛+ 𝑛 log 𝑛
𝑞
+ ℓ𝑎 log

ℓ𝑎
𝑞
+ 𝐶(𝑛) + 𝐶(ℓ𝑎))

= 𝑂(2𝑛+ 𝑛 log 𝑛
𝑞
+ ℓ𝑎 log

ℓ𝑎
𝑞
+ (𝑛+ ℓ𝑎)𝛽𝑞).

In the worst case, ℓ𝑎 = 𝑛, thus:

𝐶𝐾1 = 𝑂(2𝑛+ 2𝑛 log 𝑛
𝑞
+ 2𝑛𝛽𝑞).

For 𝐾1 the constants are ∼ 2 and ∼ 22 for 𝑛 log 𝑛
𝑞

and 𝑛, respectively, in our implementa-
tion.

86



Roll Rotation Using Spatial Order
Visual examples for the experiment (Section 6.3.3) of extracting the roll rotation from the
spatial orders using Kendall distance is presented in Figure 5-1.
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מבט נוסף  -התאמת אזורי עניין בתמונות 
 מפרקספקטיבה של יעילות חישובית

 

 ליאור טלקר

 

 תקציר

החל משנות  המלאכותית, תפישה הויזואליתהתחום ה"ראייה הממוחשבת" חוקר את 
מטרתו של  המחקר.התחום חווה עלייה משמעותית בהיקף  ה, בתקופתנוועד  ,'60ה

ים, מתוך סיגנלים ראייתי השימושיהמידע ץ את תהליכי חילוהתחום היא למכן 
 – מטרית"יזה זו אנו עוסקים ב"ראייה ממוחשבת גיאובת וידאו.לדוגמא, תמונות או 

ושימושיים, לדוגמא,  הוליסטיים לייצוגיםגנלים ראייתיים מורחבים תחום בו סיתת 
 .מטרה בוידאו מסלולה של שיחזור תלת מימדי של סצינות או מעקב אחרי

 ההתאמ יאה ביותר ב"ראייה ממוחשבת"והחשובות עיות המשמעותיות הבאחת 
מסוימות, באפליקציות  .נות שונותבין תמו, ששייכים לאותם אובייקטים פיקסלים של

 שחזור תלת מימדי, אזורים קטנים מסביב לפיקסלים בודדים מותאמים. ,לדוגמא
באפליקציות אחרות, לדוגמא, עקיבה אחרי מטרה בוידאו, אזורים שלמים מותאמים 

בין תמונות. לעיתים, התמונות לא חופפות מספיק בשדה הראייה שלהן, ולכן רק הזזה 

  לאפשר התאמה של התמונות.או סיבוב של המצלמות עשוי /ו

למרות מאמצים מחקריים רבים במשך השנים, לא קיים, נכון לעכשיו, פתרון 
, שינויים בזוויות הצילום, רובסטי ומהיר עבור הבעיה הכללית. הסיבות הן רבות, בינהן

באפליקציות מסוימות, לדוגמא שחזור תלת . והסתרות התמרות לא קשיחותתנועה, 
בעקבות התמריץ הנ"ל, מהירות החישוב חשובה לא פחות מהדיוק. מימדי בזמן אמת, 

אנו  .בין תמונות עניין איזוריבתיזה זו אנו חוקרים את הפן החישובי של התאמת 
מציעים שלוש עבודות חדשניות לשיפור היעילות של אלגוריתמים להתאמת תמונות, ע"י 

שניים, והתצורה שימוש בסדר של פיקסלים, כפי שהם מוטלים למימד אחד או ל
 המרחבית של פיקלים בחלון דו מימדי.

באפליקציות מסוימות של ראייה ממוחשבת, למשל בשחזור תלת מימדי של 
סצינה ושל מיקומי המצלמות, הגישה המובילה היא התאמת נקודות )פיקסלים( בין 

תמונות. הנקודות מותאמות בין תמונות ע"פ הסביבות הקרובות מסביב לנקודות 



התאמה בין נקודות יכולה להיות נכונה, אם הן שייכות לאותה נקודה תלת  לים(.)פיקס
שיטה אופיינית לחישוב התאמות  , בכל מקרה אחר.המימדית בסצינה, או לא נכונ

, ולאחר מכן, בדיקת העקביות של כל התאמה עם בלבד מאפיינים מקומייםמתבססת על 
 ויעשההתאמות הנכונות  מספר שיערוך מדויק של התמרה גלובלית בין התמונות.
הנ"ל. בעבודה שלנו אנו מציעים טכניקה חדשנית  השיטהלאפשר האצה משמעותית של 

של נקודות העניין.  בסדרשמאפשרת לשערך את מספר ההתאמות הנכונות ע"י שימוש 
הרעיון הוא שיש הבדל מובהק בין התאמות נכונות לשגויות כאשר בוחנים את הסדר של 

 של נקודות העניין בתמונה. -xכאשר הסדר נקבע, למשל, ע"י קורדינטת הנקודות העניין, 
ת, לעומת התאמות ולזוגות של התאמות נכונות יש נטייה לשמור על הסדר בין התמונ

סדר אקראי. ההבחנות הללו מאפשרות לחשב את מס' ההתאמות הנכונות שגויות שלהן 
במס' ההתאמות  יתן להשתמשמבלי לחשב את ההתאמות עצמן. אנו גם מראים כי נ

לפסילת התאמות שגויות וחישוב התמרה בין תמונות אלגוריתם הנכונות להאיץ 
(RANSAC)  מימדיותתלת  סצינותואת יעילות שחזור (Structure from Motion).  בנוסף, אנו

או לבדוק מראים כי ניתן להעריך באמצעות שיטה זו את איזור החפיפה בין התמונות )
(, ולחשב, עבור כל התאמה של נקודות עניין, הסתברות קיימת בכלל חפיפהם א

שמתאימה טכנית, ההתאמות בין שתי התמונות משרות פרמוטציה  שההתאמה נכונה.
. כדי לחשב את מס' ההתאמות הנכונות, אנו ין שתי התמונותבהעניין נקודות את 

רמוטציה זו. בנוסף, כדי לקבל את הפתרון הכי מבצעים אנליזה של מס' חילופי הסדר בפ
 סביר אנו מניחים הנחות נוספות על צפיפות ההתאמות הנכונות לעומת השגויות. 

כאשר בתמונות ישנם חפצים דינמיים או חפצים שעברו התמרות לא קשיחות, 
אחרי אובייקטים, השיטות הנפוצות להתאמת כאשר המטרה היא עקיבה  ,לדוגמא

, כלומר התאמת חלונות התאמת תבניותת כמו ולכן, שיט ן אינן מדויקות.נקודות עניי
שלמים, מאפשרות ביצועים יותר רובסטיים. בעבודה שלנו אנו מציעים גירסא יעילה של 

מראה ע"פ ניקוד  אלגוריתם התאמת התבניות המדויק ביותר, אשר משתמש בפונק'
השכן הקרוב חישוב ראשוני של האלגוריתם המדויק מבוסס על יישור גיאומטרי. ע"פ ו

)שק"י( לתבנית הנתונה, עבור חלונות קטנים מסביב לכל פיקסל בתמונה. פונק' ביותר
 השק"יהניקוד ע"פ מראה בוחנת כל חלון בתמונה בגודל התבנית, וסופרת את מס' 

של ההתאמות בין חלון מסוים המגוון השונים עבור החלונות הקטנים. מס' זה מייצג את 
לתבנית, כאשר חלון מתאים מצופה להיות מגוון בשק"י שלו. פונק' הניקוד ע"פ יישור 

גיאומטרי "מענישה" חלון קטן שהשק"י שלו בתבנית רחוק במיקום היחסי שלו מהחלון 
וד חיסרון בולט ביעילות החישובית שלהם, מאחר הקטן בתמונה. לשתי פונק' הניק

החישוב כולו אך בכל חלון  ,מתבצעים עבור חלונות קרובים כמעט זהיםוחישובים 
למטרה זו, אנו משתמשים בשתי הבחנות . , ללא שימוש בחישובי עברדשמתבצע מח

תלויה בחלון  עיקריות: )א( ניתן לשנות את פונק' הניקוד ע"פ מראה כך שהיא לא תהיה
)ב( ניתן  בים.אפשר להשתמש פעמים רבות באותם חישומ עליו היא מחושבת. שינוי זה

, לחישובים יישור גיאומטריע"פ פונק' הניקוד החישוב הדו מימדי המתבצע ב להמיר את



-האלגוריתם שלנו רץ במיליחד מימדיים על השורות והעמודות המרכיבות את החלון. 
 שניות במקום בשניות, עבור דיוק דומה.

שיחזור תלת מימדי  ,ראייה ממוחשבת, לדוגמאבות הביצועים של אפליקציות רב
הימצאות תמונות רבות עם שדה ראייה משותף. בשל סצינות, תלויים במידה רבה 

צלמים פעמים רבות שדה ראייה משותף בין התמונות אינו קיים, לדוגמא, כאשר שני 
ה בשם מצלמים חלקים שונים של אותה הסצינה. בעבודה שלנו אנו מציעים בעיה חדש

. בבעיה זו המטרה היא לכוון צלם לסובב את המצלמה שלו כך בעית הדרכת המצלמה
שיוכל לצלם נקודת עניין ספציפית בסצינה. במקום להשתמש בפתרון עתיר חישובים, 

של הסצינה באמצעות שמסתמך על ייצוג גס  חדשני, אנו מציעים פתרון SfM ,לדוגמא
מדיות בסצינה בשני צירים מרכזיים. הייצוג סדרים מרחביים של הנקודות התלת מי

באמצעות הסדרים המרחביים של נקודות התלת מימד מחושב ע"י הצבעות של סדרים 
מרחביים חלקיים שניתנים ע"י ההתאמות לנקודות העניין בתמונות. הייצוג הנ"ל 

מאפשר לבחור נקודות תלת מימד בסצינה שיאפשרו לכוון את הצלם לכיוון הכללי של 
טרה, ע"י הטלה של נקודות אלה לתצוגת זמן האמת במכשירו )לדוגמא, מסך המ

האלגוריתם המוצע הינו איטרטיבי, כאשר בכל איטרציה, מתבצע חישוב  הסמארטפון(.
תמונות נוספות  2של נקודת ההטלה של נקודת תלת המימד הנעקבת, בעזרת לפחות 

 המימד הנעקבת.  מהסצינה בהן נצפו נקודות עניין מתאימות לנקודת תלת
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